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Executive Summary 

 
 

Purpose and Scope of the Deliverable 

This deliverable, D3.1 – Documents Annotation Tool, presents the design, implementation, and 

validation of the annotation framework and supporting tools developed within the EU-ALMPO 

project. Its primary purpose is to enable the transformation of heterogeneous documentary 

evidence on Active Labour Market Policies into a structured, reusable, and machine-interpretable 

knowledge base. 

The deliverable addresses a core requirement of the project: ensuring that policy-relevant evidence 

can be systematically accessed, compared, and reused across countries, policy instruments, and 

analytical contexts. Rather than focusing solely on data collection, this work emphasises the 

semantic organisation of knowledge, recognising that the value of evidence depends not only on its 

availability but also on how it is structured and interpreted. 

By documenting both the conceptual and technical foundations of the annotation process, this 

deliverable establishes the basis upon which advanced analytical tools and AI-driven services in EU-

ALMPO will operate. 

Policy and Analytical Context 

Active Labour Market Policies are widely recognised as essential instruments for addressing 

unemployment, labour market exclusion, and skills mismatches. Across the European Union, ALMPs 

are deployed in diverse institutional contexts, targeting different population groups and responding 

to varying economic conditions. 

Despite their importance, ALMPs are characterised by high complexity. Evidence on their 

effectiveness is scattered across academic studies, institutional reports, evaluations, and grey 

literature, often using different terminologies, classifications, and analytical perspectives. This 

fragmentation poses significant challenges for policymakers and researchers seeking to design, 

adapt, or evaluate interventions based on existing knowledge. 

The EU-ALMPO project responds to this challenge by establishing an Observatory that integrates 

policy evidence, analytical frameworks, and digital tools. Within this context, the ability to structure 

documentary evidence in a consistent and reusable manner is a prerequisite for meaningful analysis 

and informed decision-making. 

Documentary Corpus and Knowledge Base 

A central prerequisite for the EU-ALMPO Observatory is the availability of a broad, reliable, and 

policy-relevant documentary corpus on Active Labour Market Policies. Within the project, a large 

number of documents were collected from European and international sources, covering policy 

design, implementation, and evaluation. 

The corpus includes, among others: 

• academic articles and working papers 

• national and European policy evaluations 

• institutional and methodological reports 

• documentation produced by Public Employment Services and international organisations 

These materials span different time periods, countries, and analytical traditions. Rather than serving 

as a simple bibliographic collection, the corpus is treated as a dynamic knowledge base whose value 

depends on how effectively its content can be accessed, compared, and reused. 
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The work reported in this deliverable builds on this corpus by enabling its transformation into a 

structured repository, capable of supporting systematic analysis and AI-driven retrieval. This step is 

essential to move beyond narrative reviews toward reusable, evidence-based policy intelligence. 

Annotation Strategy and Conceptual Design 

Given the complexity of ALMPs, a key challenge was to define an annotation strategy capable of 

capturing policy-relevant information without oversimplifying real-world interventions. The 

annotation framework developed in WP3 is grounded in the analytical work conducted in earlier 

work packages, particularly WP1 and WP2. This is an ongoing process and at the moment the 

annotation framework has developed a preliminary taxonomy which only reflect some elements of 

the analytical framework. 

The conceptual design of the annotation schema focuses on identifying core dimensions that recur 

across ALMPs, including: 

• type of intervention and policy instrument 

• target groups and eligibility criteria 

• intended objectives and mechanisms of action 

• observed outcomes and effects 

• contextual and institutional conditions 

• characteristics of evaluation and evidence 

This structure allows diverse documents to be analysed using a common analytical language, while 

still preserving their specific contexts and nuances. Importantly, the schema was designed to support 

both human interpretation and machine processing, ensuring its suitability for downstream AI 

applications. 

From Manual Annotation to Assisted Processes 

In previous work packages, the extraction of policy-relevant information relied primarily on manual 

expert annotation, a standard approach in policy research and systematic reviews. While this 

method ensures high analytical quality, it also presents well-known limitations. 

Manual annotation is: 

• time-consuming and resource-intensive 

• difficult to scale to large and growing corpora 

• sensitive to individual interpretation and fatigue 

• challenging to reproduce consistently over time 

These limitations become critical in a project such as EU-ALMPO, where the ambition is not only to 

analyse existing evidence but also to support continuous updating and expansion of the knowledge 

base. 

The solution proposed in this deliverable is an AI-assisted annotation approach, designed to support 

experts rather than replace them. Automation is used to pre-structure content and suggest 

annotations, while final validation remains firmly in human hands. This hybrid model reflects best 

practices in contemporary data-intensive research. 

The Documents Annotation Tool 

The Documents Annotation Tool developed in WP3 translates the conceptual annotation strategy 

into an operational software solution. Its primary function is to assist experts in identifying and 

structuring policy-relevant information within complex documents. 
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Key characteristics of the tool include: 

• alignment with the EU-ALMPO analytical framework 

• support for structured, multi-dimensional annotations 

• flexibility to handle heterogeneous document types 

• design tailored to policy knowledge, not bibliographic management 

Unlike general-purpose reference managers or document repositories, the annotator focuses on 

semantic content extraction. This makes it suitable for feeding structured information into AI-driven 

components of the Observatory. 

The tool was developed with usability and transparency in mind, recognising that domain experts 

are central users and that interpretability is essential for policy-oriented applications. 

Expert Validation and Quality Assurance 

Ensuring the quality and reliability of annotations is a core concern of this deliverable. For this reason, 

the annotation workflow explicitly incorporates expert validation at all critical stages. 

The validation environment allows experts to: 

• review automated annotation suggestions 

• confirm, modify, or reject proposed classifications 

• to further align with the Analytical Framework, as consistency with its definitions and concepts 

is not yet fully achieved, 

• document decisions and corrections where needed 

This human-in-the-loop approach ensures that the resulting knowledge base reflects expert 

judgement rather than opaque automated decisions. It also supports transparency and 

accountability, which are essential requirements for policy-relevant AI systems. 

By combining automation with expert oversight, the project achieves a balance between efficiency 

and analytical rigor. 

Outcomes of the Annotation Process 

The application of the annotation framework and tools resulted in a structured representation of the 

documentary corpus used in EU-ALMPO. The annotated dataset captures essential policy dimensions 

across a wide range of ALMP-related documents. 

The outcomes demonstrate that: 

• complex policy documents can be consistently structured 

• heterogeneous evidence can be aligned within a shared framework 

• expert validation ensures analytical coherence and reliability 

Rather than producing a static dataset, this process establishes a repeatable and extensible 

methodology for knowledge structuring. This is particularly important given the evolving nature of 

labour markets and ALMP systems. 

The annotated knowledge base constitutes a critical asset for the project and a reference point for 

subsequent analytical work. 

Challenges and Lessons Learned 
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The annotation process revealed several challenges inherent to working with policy-oriented 

documentary evidence. These challenges are not specific to EU-ALMPO but reflect broader issues in 

policy analysis and evaluation. 

Key challenges included: 

• diversity of terminology across countries and institutions 

• varying levels of detail and analytical depth in documents 

• implicit policy assumptions not always explicitly stated 

• differences between academic and institutional reporting styles 

Addressing these challenges required iterative refinement of both the annotation schema and the 

supporting tools. Close interaction between policy experts and technical developers proved essential 

to ensure that analytical relevance was maintained throughout the process. 

These lessons provide valuable guidance for future extensions of the EU-ALMPO repository and for 

similar initiatives in other policy domains. 

Role within the EU-ALMPO Architecture 

The work presented in this deliverable plays a foundational role within the overall EU-ALMPO 

architecture. The annotated knowledge base is a prerequisite for the effective functioning of higher-

level analytical and AI-driven components. 

Specifically, it enables: 

• structured retrieval of policy-relevant evidence 

• comparison of ALMPs across contexts and target groups 

• transparent linkage between evidence and recommendations 

Without this structured annotation layer, advanced tools such as policy design support systems or 

analytical dashboards would lack the precision, traceability, and interpretability required for policy 

use. 

As such, the outputs of D3.1 are not standalone results, but core building blocks of the EU-ALMPO 

Observatory. 
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1. Introduction 

 
 

The EU-ALMPO project, Grant Agreement No. 101178736, is funded by the European Union with the 
overarching objective of establishing the EU Active Labour Market Policies Observatory. The 
Observatory aims to address persistent weaknesses in the design, implementation, and evaluation 
of Active Labour Market Policies across Member States by creating a shared, evidence-based 
knowledge infrastructure. At the core of this effort is the development of a centralised digital 
platform enhanced with advanced Artificial Intelligence tools, intended to support policymakers, 
researchers, and labour market practitioners in designing, adapting, and evaluating ALMP 
interventions. 

As part of the project’s early activities, a large and diverse corpus of documents was collected and 
analysed. This corpus includes academic studies, policy evaluations, institutional reports, and 
programme documentation related to ALMPs, skills policies, labour market institutions, and policy 
outcomes. The selection and composition of these materials are documented in Annex D and Annex 
E, reflecting contributions from multiple partners and Work Packages. These documents form the 
empirical backbone of the project, as they capture accumulated evidence on what works, for whom, 
under which conditions, and with what limitations. However, without structured representation, this 
evidence remains fragmented and difficult to exploit systematically. 

In earlier project deliverables, particularly those produced under WP1 Task 1.3 “Identification of key 
determinants for effective ALMPs for skills matching in a changing context”, document analysis relied 
primarily on manual expert review and annotation. Within WP1, a broader analysis was conducted 
that included a dedicated focus on defining ALMPs, examining key trends and influencing factors, 
particularly related to skills mismatch, and identifying core elements such as policy types, target 
groups, outcomes, contextual conditions, and implementation characteristics to inform analytical 
frameworks and comparative assessments. This approach reflects standard research practice in 
labour market policy analysis and systematic literature reviews. While methodologically sound, 
manual annotation is inherently time-consuming, difficult to scale, costly, and prone to 
inconsistencies. As the volume and heterogeneity of documents increase, these limitations become 
a structural bottleneck for the project. 

The challenges identified are not only operational but also epistemic. WP1 and WP2 were primarily 
based on desk research, systematic literature review, and comparative analysis, rather than on large-
scale manual annotation. Nevertheless, these approaches highlight limitations in how complex policy 
knowledge can be systematically structured, updated, and reused across analytical iterations. While 
traditional reference management and bibliographic tools, such as Zotero or similar systems, are 
effective for citation management and document organisation, they are not designed to support 
fine-grained, policy-oriented semantic structuring. In particular, they do not provide mechanisms 
for encoding structured policy metadata, capturing nuanced evaluation outcomes, supporting multi-
dimensional taxonomies, or enabling integration with AI-driven reasoning and retrieval mechanisms. 
Consequently, additional, purpose-built infrastructures are required to support an intelligent, 
policy-aware repository. 

To overcome these limitations, EU-ALMPO introduces a dedicated AI-assisted annotation 
framework, developed and documented in this deliverable. The solution combines automatic 
annotation using Large Language Models with systematic human validation, enabling scalable yet 
controlled knowledge extraction. This approach is critical for the project’s future AI components, 
most notably the Interactive ALMP Design Wizard. These tools are conceived as recommendation 
systems based on a Retrieval-Augmented Generation framework, where AI responses are grounded 
in retrieved, evidence-based content rather than static model knowledge. 

In a RAG-based system, the quality of the output is fundamentally dependent on the quality of the 
retrieval step. If documents are not accurately annotated with structured metadata describing policy 
instruments, target populations, outcomes, time horizons, and contextual factors, the system cannot 
retrieve the appropriate evidence and, consequently, cannot generate reliable recommendations. 



 

12 

 

 

D3.1. A documents annotation IT tool to aid experts in manually annotating documents with comprehensive metadata 

The annotated dataset produced through the tools described in this deliverable therefore constitutes 
a critical prerequisite for the success of the entire EU-ALMPO platform. 

At the same time, the development of such a system poses its own challenges. Automatic annotation 
introduces risks related to semantic ambiguity, hallucination, and uneven coverage across document 
types. Human-in-the-loop validation is therefore essential to ensure reliability, transparency, and 
policy relevance. This deliverable addresses both the value and the limitations of the proposed 
approach, documenting design decisions, trade-offs, and lessons learned during implementation. 

This document, Deliverable 3.1, reports on the foundational work carried out in Work Package 3, AI-
Powered Repository for ALMPs Knowledge Management. It presents the dataset, the annotation 
logic, the AI-based tools, and the expert validation mechanisms that together enable the 
transformation of a heterogeneous document collection into a structured, queryable, and reusable 
knowledge base. 

The remainder of this deliverable is organised as follows: 

Chapter 2, Background and Context, provides the conceptual and methodological foundations of 
the work, introducing Active Labour Market Policies, the challenge of skills mismatch, and positioning 
EU-ALMPO as a response to ALMPS challenge through the creation of an AI-enabled observatory. 

Chapter 3, Business Requirements – The Need for an The EU-ALMPO Annotated Dataset, clarifies 
the operational and functional requirements that motivated the creation of a structured annotated 
corpus, highlighting why consistent metadata and evidence traceability are essential to enable AI-
supported analysis and policy design. 

Chapter 4, Dataset Characteristics & Annotation Scheme, describes the composition of the dataset 
and the annotation model applied across documents, presenting the key metadata dimensions, tag 
families, and rules used to ensure comparability across policies, countries, target groups, and 
outcomes. 

Chapter 5, Document Annotation IT Tool Design, presents the overall system design of the 
annotation solution, explaining the main architectural choices, the role of automated assistance, and 
how the tool supports controlled, taxonomy-driven annotation rather than unstructured note-
taking. 

Chapter 6, The Annotation IT Tool Functions - Human Evaluation and Correction Editor UI, details 
the tool’s core functionality from the expert’s perspective, focusing on the human-in-the-loop 
validation workflow, editing and correction capabilities, usability-oriented interface elements, and 
mechanisms that support consistent expert review. 

Chapter 7, Methodology for Tool Evaluation, outlines the approach used to assess tool performance 
and practical usability, describing how the evaluation was structured, what quality dimensions were 
considered, and how expert feedback was incorporated to validate fitness-for-purpose. 

Chapter 8, Results and Discussion, presents the main findings of the annotation process, analysing 
dataset-level outcomes, expert feedback, and implications for taxonomy design and human-in-the-
loop effectiveness. 

Chapter 9, Limitations and Challenges, discusses the technical, methodological, and organisational 
constraints encountered during the implementation of the annotation system, as well as open 
challenges related to scalability, data heterogeneity, and evaluation. 

Chapter 10, Conclusion and Future Work, summarises the overall contributions of the deliverable 
and outlines future directions, including the development of hierarchical taxonomies and the 
integration of the annotator with the ALMP Wizard. 

The deliverable is complemented by a set of appendices providing detailed technical and 
methodological material: 

Appendix A: Annotation Taxonomy documents the full taxonomy used for annotation.  

Appendix B: AI Annotation System Prompt presents the prompt design guiding the AI annotator.  
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Appendix C: Enriched NDJSON Data Format describes the structured data representation of 
annotated outputs.  

Appendix D: List of Annotated Documents and Correspondence NDJSON Files provides an inventory 
of all annotated documents.  

Appendix E: Manually Annotated Documents in the Previous Phases of the Project documents 
earlier annotation efforts informing the current work.  

Appendix F: Annotation IT Tool User Manual offers practical guidance for using the developed 
system. 
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2. Background and Context 

  

2.1. Active Labor Market Policies (ALMPs) 

   
 

Active Labour Market Policies refer to public interventions aimed at improving the functioning of 
labour markets and supporting individuals in transitioning from unemployment or inactivity into 
employment. Unlike passive measures, such as unemployment benefits or income support, ALMPs 
are explicitly interventionist, focusing on skill development, employment creation, and improved 
matching between job seekers and employers. 

As documented in the EU-ALMPO project’s foundational research under Work Package 1, ALMPs 
constitute a broad and heterogeneous policy domain. According to the European Commission’s 
Labour Market Policies (LMP) database, labour market interventions are classified into: 

• LMP Services (Category 1),  

• LMP Measures (Categories 2 to 7), and  

• LMP Supports (Categories 8 and 9, considered passive measures).  

All LMP Services and LMP Measures, corresponding to Categories 1 to 7, are considered part of 
active labour market policies. 

Within the LMP Measures category, the active policy interventions are further distinguished as 
follows: 

• Training (Category 2) 
• Job rotation and job sharing (Category 3, now integrated into Category 4) 
• Employment incentives (Category 4) 
• Sheltered and supported employment and rehabilitation (Category 5) 
• Direct job creation (Category 6) 
• Start-up incentives (Category 7) 

For analytical purposes, Categories 3 to 7 are sometimes grouped under a broader demand-side or 
employment-supporting macro-category. However, they remain conceptually and statistically 
distinct within the official European Commission methodology, and the term employment incentives 
refers strictly to Category 4 only. 

These policies are designed to address the needs of diverse target groups. While unemployed 
individuals remain the primary beneficiaries, ALMPs also target employed persons at risk of job loss 
and inactive populations with potential for labour market integration. Despite their widespread 
adoption across Europe and beyond, ALMPs continue to exhibit persistent weaknesses in 
formulation, implementation, and evaluation, as analysed in detail in WP1. Addressing these 
weaknesses constitutes a central motivation of the EU-ALMPO project. 

 

2.2. The Challenge of Skills Mismatch 

   
 

A primary reason for ALMP intervention is the persistence of skills mismatch, a multidimensional 

phenomenon where the skills of the workforce do not align with the demands of employers. As 

defined in WP1, skills mismatch can manifest in several ways: 

• Vertical Mismatch: When a worker’s level of formal education is either higher 

(overqualification) or lower (underqualification) than what their job requires. 

• Horizontal Mismatch: When a worker is employed in a field that is different from their field 

of education or expertise. 

• Skills Gaps & Obsolescence: When a worker lacks the specific skills (e.g., digital, green) needed 

for their job, or their existing skills have become outdated. 
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This mismatch is driven by "structural transformations", such as technological change, the green 

transition, and demographic shifts. An ineffective ALMP system fails to address these mismatches, 

leading to structural unemployment, lost productivity, and social exclusion. 

 

2.3. The EU-ALMPO Project as a Solution 

   
 

The EU-ALMPO project is a direct response to these interconnected challenges. The project’s primary 

goal is to establish the EU ALMP Observatory as an innovative entity to fundamentally reshape the 

approach to ALMPs within the EU. 

As outlined in the Grant Agreement, the Observatory will leverage a "centralized information 

technology platform, augmented with sophisticated AI tools" (p. 8). This platform will serve as a 

critical resource for policymakers and researchers, providing the analytical capabilities needed to 

design, scrutinize, and evaluate ALMPs based on how effectively they address specific labor market 

challenges, including skills mismatch. 

The work detailed in this deliverable (D3.1) is the foundational pillar for this entire Observatory. The 

AI tools envisioned by the project—such as the "Interactive ALMP Design Wizard" and advanced 

analytics—cannot function without a robust, machine-readable knowledge base. 

Work Package 3 (WP3), "AI-Powered Repository for ALMPs Knowledge Management," is tasked with 

creating this knowledge base. This involves two parallel efforts: 

1. Data Curation: Collecting, evaluating, and processing a comprehensive corpus of ALMP-

related documents, including academic journals, government reports, policy evaluations, and 

operational manuals. 

2. Tool Development: Building the software infrastructure required to annotate this corpus with 

detailed, structured metadata. 

This document reports on the successful completion of these initial tasks, which are the essential 

prerequisites for the AI-driven analysis and policy support features that will be developed in 

subsequent work packages. 
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3. Business Requirements – The Need for an The EU-ALMPO Annotated Dataset 

 
 

The EU-ALMPO Observatory depends on the availability of a high quality, structured, and 
comprehensive evidence base describing the design, implementation, and evaluation of Active 
Labour Market Policies (ALMPs) across Member States. Although a rich body of ALMP literature 
exists, it remains fragmented across academic publications, national evaluation reports, legislative 
documents, and various forms of grey literature. In their raw form, these documents cannot be 
directly used by advanced AI services such as the ALMP Design Wizard (D3.2) or by the analytical 
modules in WP3 without undergoing extensive transformation into structured, machine-readable 
data. 

For this reason, the project requires a dedicated annotated dataset that captures the essential policy 
information contained within these documents, including intervention typologies, target groups, 
contextual elements, implementation characteristics, evaluation methodologies, effectiveness 
outcomes, and relevant named entities. The dataset must be consistent, granular, and encoded 
according to a domain-specific taxonomy that supports Retrieval Augmented Generation (RAG) 
pipelines and other AI-driven analysis. 

The need for this dataset has been reinforced by the experience of earlier project phases. As 
presented in Annex E, partners had conducted manual annotation using spreadsheets and simple 
reference-management tools. Their scope focused on identifying the key ingredients of effective 
ALMPs, such as the target population, policy category, implementation mechanisms, and labour 
market outcomes. While these manual annotations were invaluable for WP1, they also illustrated 
the limitations of traditional processes: 

• manual annotation is slow and cannot scale beyond tens or hundreds of documents 

• the annotation quality varies across experts and across organisations 

• manual spreadsheets cannot capture nested metadata, complex taxonomies, or per-chunk 
annotations 

• the data cannot be reliably used for AI workflows because it lacks structure, consistency, 
and traceability 

• updating or expanding annotations is difficult and error-prone 

• collaboration among multiple partners introduces format inconsistencies 

Existing tools, including Zotero, Mendeley, and general-purpose qualitative analysis software, were 
evaluated but do not meet the needs of the Observatory. These tools do not provide semantic 
chunking, do not support the application of custom multi-level ALMP taxonomies, cannot 
automatically extract structured metadata, and do not integrate with RAG architecture. They are 
designed for reference management or qualitative coding, not for constructing machine-readable 
structured datasets at scale. For these reasons, they could not be adopted as the core technological 
basis of WP3. 

To address these gaps, EU-ALMPO partners undertook a user requirements analysis. The most active 
contributors in this process were: 

• IRS (ISTITUTO PER LA RICERCA SOCIALE), which has extensive experience with ALMP 
evaluations and provided insight into the metadata required for interpreting policy 
interventions 

• GDAŃSK TECH (Politechnika Gdańska), which provided a large corpus of evaluation studies 
and contributed expertise on methodological metadata 

• UoP, which leads WP3 and is responsible for developing the AI-powered repository and 
associated tools 

These partners defined the domain needs for both automatic annotation and expert verification. 
Across multiple review cycles, they identified the specific business requirements for the dataset and 
the annotation tool. 

The main business requirements are summarised below: 
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• ensure that all ALMP-related documents collected by the consortium to date, for the 
purpose of drafting previous WPs deliverables, can be enriched with structured metadata 
using a unified schema 

• enable rapid scaling of the annotation process so that hundreds or thousands of documents 
can be processed within the project duration 

• provide a transparent and verifiable annotation process where every extracted piece of 
metadata can be traced back to the exact source text 

• support multi-level taxonomy structures so the system can capture policy categories, 
methods, outcomes, and contextual variables 

• ensure consistency of annotations across partners and across time 

• reduce the human workload associated with manually annotating documents 

• support expert-led correction and quality assurance through a dedicated web-based editor 

• enable seamless ingestion of annotated data into the ALMP knowledge base for use by 
analytical and AI components 

• provide an annotation infrastructure that remains sustainable after the completion of the 
project 

These business requirements make clear that the annotation solution must do much more than 
assign keywords or store bibliographic metadata. The tool must enable the creation of a structured 
evidence base that is rich enough for AI-powered retrieval, transparent enough for research 
validation, and efficient enough to support the scale demanded by the project. 

While not yet implemented in the current version, several functions were identified as essential for 
meeting business requirements and will appear in future iterations of the annotator. These include 
the ability to support multiple co-existing taxonomies, cross-document entity linking, dynamic 
ontology evolution, bulk expert review tools, and support for multilingual annotation and cross-
lingual retrieval. 

The following subsections describe the objectives, scope, and sources of the dataset that the 
annotation tool is designed to process. 

 

3.1. Dataset Objectives and Scope 

   
 

The primary objective of this task is not simply to create a large repository of documents, but to 

build a high-quality, meticulously structured annotated dataset. This distinction is critical for the 

project’s AI ambitions. 

The dataset is being purpose-built to serve as the "ground truth" knowledge base for the Retrieval-

Augmented Generation (RAG) framework. Therefore, the scope is focused on quality and relevance 

over sheer quantity. The objective is to create a corpus that is: 

• Authoritative: Sourced from credible academic, governmental, and institutional bodies (e.g., 

OECD, ILO, European Commission, national PES). 

• Relevant: Focused specifically on the design, implementation, evaluation, and outcomes of 

ALMPs, with a strong emphasis on skills matching. 

• Queryable: Annotated with a rich, multi-dimensional metadata scheme (detailed in Section 

3.3) that allows the AI to retrieve highly specific documents in response to complex queries. 

• Expert-Vetted: Validated by the consortium’s subject-matter experts to ensure all data and 

metadata are accurate, reliable, and fit for the purpose of training policy-support tools. 

This dataset will form the core of the "AI-Powered Repository" (WP3) and will be the "single source 

of truth" that the ALMP Design Wizard (D3.2) and other analytical tools will query. 
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3.2. Data Sources and Collection Methodology 

   
 

To build a comprehensive and unbiased dataset, a multi-pronged collection methodology was 

adopted to target a wide range of document types. This ensures the repository captures the full 

spectrum of ALMP knowledge, from high-level theory to practical implementation and evaluation. 

The primary data sources include: 

1. Academic Literature: Peer-reviewed journals, conference proceedings, and dissertations 

sourced from academic databases (e.g., Google Scholar, Scopus, JSTOR). These provide 

theoretical foundations, evaluation methodologies, and empirical evidence on policy 

effectiveness. 

2. Governmental & Institutional Reports ("Grey Literature"): This is a core focus of the collection. 

It includes: 

• Policy Evaluations: Reports from national governments, Public Employment Services 

(PES), and ministries. 

• Working Papers & Briefs: In-depth analysis from supranational bodies like the OECD, 

the International Labour Organization (ILO), the World Bank, and European agencies 

(e.g., Cedefop, Eurofound). 

• Policy Manuals: Operational documents detailing the design and implementation rules 

of specific ALMPs. 

3. Legal and Legislative Texts: Official legislation and directives that establish ALMPs, define 

their budgets, and set eligibility criteria. 

The collection process is iterative, employing a "snowball" methodology. An initial set of 

foundational documents (identified in WP1) is used as a starting point. The references and citations 

within these documents are then systematically followed to discover and acquire additional relevant 

sources, ensuring a deep and interconnected web of domain-specific knowledge. All collected 

documents are stored in a centralized consortium-managed repository (Zotero and a shared drive) 

for processing and annotation. 

 

4. Dataset Characteristics & Annotation Scheme 

 
 

The development of the EU-ALMPO annotated dataset is guided by the business requirements 

presented in the previous chapter. To support AI-driven analysis, Retrieval-Augmented Generation 

(RAG), and advanced querying by policymakers and researchers, the underlying corpus must be both 

structurally well-organised and semantically rich. This requires a clear separation between: 

(a). the conceptual layer, which defines what we want to capture about ALMPs (the taxonomy 

and annotation scheme), and 

(b). the data layer, which defines how the documents, chunks, and metadata are physically 

represented and stored (the dataset structure and formats). 

This chapter therefore has two main objectives. First, it describes the annotation scheme and 

taxonomy that encode the core concepts, relationships, and evidence elements relevant to ALMPs. 

This taxonomy ensures that different documents and evaluation studies can be interpreted in a 

consistent way across partners and over time, and it is the primary mechanism through which 

unstructured text is transformed into structured, machine-readable knowledge. Second, it presents 

the structure and characteristics of the dataset produced by applying this scheme, including the 
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composition of the initial seed corpus, the organisation of document- and chunk-level records, and 

the mechanisms used to ensure quality and reliability. 

The annotation scheme has not been defined in isolation. It has evolved from earlier, simpler coding 

frameworks used in WP1 and has been refined through iterative collaboration between key partners 

(in particular IRS, Gdańsk Tech, and UoP). The resulting taxonomy, documented in Annex A, 

constitutes a first draft and provides an initial basis for the automatic and human-guided annotations 

described in this deliverable. Further iterations and refinements are foreseen to ensure closer 

alignment with the Analytical Framework as the project progresses. The following sections first 

introduce this taxonomy and its guidelines (Section 4.1) and then describe the structure and 

characteristics of the annotated dataset (Section 4.2), followed by a discussion of data quality and 

validation procedures (Section 4.3). 

 

4.1. Annotation Scheme and Guidelines 

   
 

A core requirement of the EU-ALMPO Observatory is the ability to transform a diverse collection of 

ALMP-related documents into structured, machine-readable knowledge. This transformation is only 

possible through a well-defined annotation scheme, or taxonomy, that describes: 

• which concepts must be extracted,  

• how they relate to one another, and  

• how they are represented in the system.  

The taxonomy is therefore the conceptual backbone of the ALMP knowledge base. It enables 

consistent interpretation of heterogeneous sources, supports evidence retrieval through RAG 

workflows, and ensures that both humans and AI operate on a shared semantic framework. 

 

4.1.1. The Need for a Taxonomy 

 
 

Active Labour Market Policy (ALMP) documents vary widely in purpose, structure, terminology, and 

analytical depth. The corpus analysed within EU-ALMPO includes evaluation studies, legislative and 

regulatory texts, operational guidelines, policy briefs, and academic publications, each produced for 

different audiences and decision-making contexts. As a result, similar concepts may be described 

using divergent terminology, while key analytical dimensions—such as intervention type, target 

group, evaluation method, or outcome—may be implicit, fragmented, or inconsistently reported 

across documents. 

Without a formal and shared taxonomy, this heterogeneity poses significant challenges both for 

human experts and for AI-based systems. Expert annotators would lack a common conceptual 

reference frame, leading to inconsistent interpretations and reduced comparability across 

documents. At the same time, automatic annotation and Retrieval-Augmented Generation (RAG) 

pipelines would be unable to reliably extract, align, and reason over domain-relevant information, 

increasing the risk of incomplete, ambiguous, or misleading outputs. 

The taxonomy therefore serves as a foundational semantic layer that addresses these challenges by 

providing: 

• a shared vocabulary and set of definitions agreed across consortium partners; 

• a structured, multidimensional representation of ALMP interventions, contexts, and 

outcomes; 
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• an evidence-oriented annotation schema aligned with the information needs of 

policymakers and analysts; 

• a machine-interpretable structure compatible with AI-driven extraction, RAG workflows, 

databases, and advanced analytical tools. 

From an AI perspective, the taxonomy acts not only as a classification scheme but also as a semantic 

constraint that guides both automatic annotation and downstream reasoning. In complex policy 

domains such as ALMPs, where concepts are nuanced and context-dependent, explicit taxonomies 

and ontologies function as critical safeguards that reduce the risk of misinterpretation by large 

language models and other AI components.1 

This structured representation is essential to support advanced analytical queries, such as: “Identify 

ALMP evaluations demonstrating a positive impact on employment outcomes for long-term 

unemployed individuals in Southern Europe, based on randomised or quasi-experimental methods.” 

Answering such queries requires a taxonomy that is sufficiently fine-grained, internally consistent, 

and designed to support both human interpretation and machine reasoning. 

The EU-ALMPO taxonomy has not been defined in isolation. It evolved from earlier, simpler coding 

frameworks developed in WP1 and has been progressively refined through iterative collaboration 

between key partners, in particular IRS, GDAŃSK TECH, and UoP. Feedback from manual annotation 

exercises, AI-assisted extraction experiments, and policy-use scenarios has informed successive 

revisions of the taxonomy. At its current stage, the taxonomy should be regarded as a first draft, it 

is not yet fully aligned with the Analytical Framework and requires further conceptual 

consolidation, extension, and refinement. The taxonomy documented in Annex A therefore 

represents an intermediate outcome that underpins the annotation activities described in this 

deliverable, while remaining subject to ongoing iterative improvement in subsequent project phases. 

While the taxonomy represents a stable foundation for the current phase of the project, it is not 

intended to be static. ALMP research questions, policy priorities, and analytical needs evolve over 

time. For this reason, the annotation tool has been explicitly designed to support evolving 

taxonomies, allowing future extensions, refinements, and re-annotation of the corpus without 

requiring fundamental changes to the underlying system. 

 

4.1.2. Evolution of the Taxonomy 

 
 

The taxonomy presented in Annex A is the result of an iterative refinement process informed by 

earlier phases of the project and extensive partner collaboration, and it will be further developed 

and refined in subsequent phases to fully align with the Analytical Framework. 

Initial Phase – WP1 insights 

Early manual annotations (see Annex E) performed by IRS, GDAŃSK TECH, and UoP used simple 

coding structures intended to capture the key ingredients of ALMP effectiveness. These annotations 

included basic elements such as intervention type, target group, and high-level outcomes. While 

 
 

1 For a recent industry-oriented discussion on the role of ontologies and taxonomies as semantic guardrails in AI 

systems, see: “Ontology is the real guardrail: How to stop AI agents from misunderstanding”, VentureBeat, 

2024. The article highlights how explicit domain structures help prevent large language models and autonomous 

agents from producing semantically incorrect or misleading outputs in complex domains. 

https://venturebeat.com/ai/ontology-is-the-real-guardrail-how-to-stop-ai-agents-from-misunderstanding  

https://venturebeat.com/ai/ontology-is-the-real-guardrail-how-to-stop-ai-agents-from-misunderstanding
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sufficient for the analytical tasks of WP1, this schema was not granular enough for AI-assisted 

processing or RAG-based retrieval. 

Intermediate Phase – Partner consultations 

A series of workshops involving IRS (expertise in ALMP evaluation), GDAŃSK TECH (expertise in policy 

documents and methodological classification), and UoP (responsible for designing the AI-powered 

repository) led to the expansion and formalisation of the taxonomy. Partners agreed on the need 

for: 

• multi-level metadata 

• mandatory verbatim evidence for verification 

• methods and outcome indicators 

• context- and geography-aware fields 

• flexible categories able to capture variations across countries 

Finalisation Phase – Preparing the AI-ready taxonomy 

The taxonomy was then structured into two levels of metadata: 

1. Level 1 (Document-Level): Basic bibliographic metadata (e.g., title, author, year, 

document_type) used for general library management. 

2. Level 2 (Chunk-Level): A rich, granular taxonomy applied to individual semantic chunks of text. 

This is the core taxonomy used by the AI for RAG. 

This two-tier structure ensures that both high-level document attributes and fine-grained content 

descriptors are available for downstream tasks. The complete taxonomy structure is presented in 

Annex A. 

The Level 2 Taxonomy is designed to extract the specific "building blocks" of a policy intervention 

from any given piece of text. This taxonomy is formally defined in Appendix A. Its primary categories 

and purpose are summarized below: 

• Policy Identification (e.g., policy_intervention, policy_scale): Purpose: To answer: "What 

policy is this text about?" and "What was its scope?" This allows the AI to find text about 

"national-level training programs." 

• Audience and Context (e.g., target_groups, geographical_scope): Purpose: To answer: "Who 

was this policy for?" and "Where did it happen?" This is crucial for retrieving context-specific 

evidence, such as policies for "low-skilled workers in Germany." 

• Evidence of Effectiveness (e.g., evaluation_outcomes, outcome_indicators): Purpose: This is 

the most critical part of the taxonomy, answering: "Did the policy work?" and "What was 

measured?" This allows the AI to find policies with a "positive effect on employment rate." 

• Evidence Quality (e.g., methods): Purpose: To answer: "How does the author know it 

worked?" This allows experts to filter for the highest-quality evidence, such as "Randomized 

Controlled Trial (RCT)." 

• Factual Grounding (e.g., verbatim_quote): Purpose: For every piece of metadata extracted, 

the AI is required to provide the exact quote from the text that proves its answer. This is the 

core mechanism for human validation, ensuring all AI-generated data is traceable, verifiable 

and prevents AI hallucinations. 

This chunk-level taxonomy allows the RAG system to answer highly specific, multidimensional 

queries, such as: "Find all documents that show a *positive effect on employment* (outcome) for 

*long-term unemployed* (target group) using *RCTs* (method)." 
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To maintain consistency, annotators (human or AI-assisted) follow a set of principles: 

• Extract only what is present in the text; never infer. 

• Provide mandatory verbatim quotes for every field containing metadata. 

• Use null values with null_reason when information is absent. 

• Apply the taxonomy uniformly across all semantic chunks. 

• Document-level metadata is recorded once, while chunk-level metadata is repeated per 

chunk. 

• Expert validation is required prior to integration into the master knowledge base. 

These guidelines are embedded in the automatic annotation pipeline through prompt engineering 

and enforced again through the Human Evaluation Editor. 

The taxonomy presented in this deliverable represents the initial, stable version for project-wide 

application. However, ALMP research evolves rapidly and the types of documents collected by the 

Observatory will diversify over time. To remain accurate and relevant, the taxonomy must be 

adaptable. 

For this reason, the annotation tool has been designed to support: 

• multiple co-existing taxonomies 

• versioned taxonomies (v1.0, v1.1, v2.0, etc.) 

• document-specific taxonomy assignment 

• future integration of hierarchical, dynamic taxonomies (as discussed in Section 10.1) 

This ensures long-term sustainability and allows the Observatory to incorporate new analytical needs 

and research perspectives. 

4.2. Source Dataset Documents 

   
 

4.2.1. Documents Dataset by IRS 

 
 

The material contributed by IRS is based on the comprehensive corpus of literature and documentary 

sources reviewed to develop the project’s Analytical Framework, the first deliverable of EU-ALMPO. 

Rather than a predefined dataset, it represents the bibliographic evidence base resulting from an 

extensive literature review. Covering publications from 2000 to 2025, this corpus provides a wide-

ranging overview of how labour markets and ALMPs systems have evolved, how skills are formed 

and utilised, and how public institutions respond to shocks, transitions, and long-term structural 

changes. This body of evidence underpins the project’s analysis of existing ALMP systems, structural 

gaps, and policy effectiveness in addressing skills mismatches. 

The documents reflect perspectives from researchers, policymakers, and European and international 

organisations. They address skills mismatches affecting both workers and firms and explore how 

these gaps can be mitigated through ALMPs and better understanding of how skills are acquired, 

developed, and reallocated. 

Europe is the most prominent geographical focus of the dataset, consistent with the Europe-centred 

analytical framework. Priority is given to European institutional publications and databases – for 

example: European Commission, Cedefop, ETF, Eurofound, European PES Network, European Labour 

Authority, Eurostat, LABREF and others – alongside peer-reviewed research. European labour market 

developments are complemented by analyses from comparable OECD contexts and international 

bodies such as the ILO, OECD, and World Bank, alongside peer-reviewed research.  
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The documents weave together several thematic strands. A central element is the framing of ALMPs, 

focusing on their origins, evolution over time, their role in the current European landscape, and their 

definition, objectives, classification, and target groups. Different perspectives are provided to offer 

a comprehensive overview of a complex policy domain, highlighting recurring themes and points of 

convergence. Regarding ALMPs typologies and target groups, the main reference is the European 

Commission’s LMP database, although additional contributions are also incorporated.  

A substantial body of work addresses skills mismatch and shortages, analysing their causes, 

incidence, and measurement, as well as the interactions between education and training systems 

and labour demand. Complementary contributions focus on employment protection legislation (EPL) 

and broader labour market institutions, analysing how regulatory frameworks influence hiring 

behavior, mobility, and job quality.  

A major challenge concerns the digital and green transitions, including the impacts of technological 

change, AI adoption, and climate policies on skills demand and sectoral employment. Research on 

vocational education and training, lifelong learning, and reskilling strategies provides insights into 

how workers and firms adapt to these evolving needs. The dataset also includes studies of public 

employment services (PES), governance arrangements, and institutional capacity to coordinate 

labour-market reforms, as well as methodological works refining how labour market indicators are 

constructed and interpreted. 

Given the breadth and heterogeneity of the material, many documents are extensive and can cover 

multiple dimensions of labour markets and skills policies, some of which may fall outside the precise 

scope of the research. In these cases, as in any rigorous literature review, the analysis focused on the 

sections and components directly relevant to the project’s thematic focus, ensuring the extraction 

of evidence aligned with the research objectives. 

Table 1: Main policy theme – Key references 

Main policy theme Key references (Representative list) 

ALMPs Auer et al. (2008); Card et al. (2010); Crepon and Van der Berg (2016); 

Ernst et al. (2022); Escudero (2018); ETF (2022); European Commission 

(2017; 2018); European Network of Public Employment Services 

(2023); Fredriksson (2020); ILO (2023); Kluve (2018); OECD (2023); 

Pignatti & Belle (2021); Romero & Kuddo (2019). 

EPL Arestis et al. (2023); Berton et al. (2017); Jaeger and Andress (2014); 

Maida and Tealdi (2021) 

Skills Mismatch 

(Concepts, Causes, 

Incidence, 

Measurement) 

McGuinness et al. (2017; 2018); Brunello and Wruuck (2019); Sala 

(2011); Brun-Schammé and Rey (2021); Bischof (2024); Bauer (2024); 

Biagi et al. (2021); Fregin et al. (2020); Mahy et al. (2015) 

Skill Shortages and 

Labour Shortages 

Cedefop (multiple: 2014, 2018, 2020, 2023); ILO (2024); Eurofound 

(2023); European Labour Authority (2022); Weber et al. (2023) 

Green and Digital 

Transition / Future of 

Work / AI Impacts 

Biagi et al. (2021); Lane et al. (2023); University of Cambrigde and CLG 

Europe (2023); Microsoft (2024); Gmyrek et al. (2023); WEF (2014); 

Eubanks (2018) 
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Vocational Education 

and Training, Upskilling 

and Reskilling 

Cedefop (2014; 2020; 2023); OECD (Skills Outlooks and Skills 

Strategies, Education at a Glance); INDIRE (2025); INVALSI (2021) 

PES and Labour Market 

Institutions 

OECD (PES institutional set-up 2021); European Commission (PES 

2022–2025); World Bank (Employment Services Model 2023); ILO 

(2023 PES and ALMPs) 

Labour Market 

Indicators, 

Measurement and 

Statistical Frameworks 

Eurostat (2016); OECD Glossary (2008); EU Business and Consumer 

Surveys from European Commission (2025); LABREF; European LMP 

Database 

 

The documentary corpus is methodologically diverse. Many contributions employ econometric 

designs to identify causal impacts on employment, unemployment, and ALMPs (e.g., Arranz and 

García-Serrano, 2024; Arestis et al., 2023; Berton et al., 2017). Others provide descriptive 

institutional mappings (e.g., OECD, 2023; European Commission, 2014; Meager, 2009). Large 

international surveys - such as PIAAC and the European Skills and Jobs Survey - serve as empirical 

anchors for understanding workers’ abilities and mismatches across European and OECD countries. 

Scenario-based and forecasting reports project future skill needs, especially under digitalisation and 

green transition pathways (e.g., Cedefop, 2018, 2021, 2023; ILO, 2021, 2023). Qualitative policy 

reviews add depth by examining governance structures, implementation challenges, and local-level 

variation (e.g., Helsper, 2015). 

The material also spans various document types: academic articles offering conceptual and 

methodological rigor, working papers proposing new hypotheses, institutional reports providing 

authoritative analysis, and legislative texts reflecting the policy commitments that translate evidence 

into action. 

What ultimately unifies the corpus is a shared concern with adaptation - how workers, firms, and 

institutions respond to change. The narrative begins with early debates on skills mismatches and 

training systems following the shocks throughout the 2000s, moves through the financial crisis and 

euro-area adjustments, and follows the recovery into the era of digitalisation, the green transition, 

and AI. It then confronts attention on labour shortages and the demographic pressures of ageing 

societies. 

Across this evolving landscape, ALMPs and skills policies emerge as both tools and ongoing 

experiments, illustrating what institutions can achieve when they understand the challenges they 

face, and what happens when they do not. 

 

4.2.2. Documents Dataset by GDAŃSK TECH 

 
 

The GDAŃSK TECH dataset builds directly upon, and operationalises, the analytical and conceptual 

foundations established in WP1 - Task 1.3. While WP1 - Task 1.3 focused on identifying the key 

determinants that make Active Labour Market Policies effective in supporting skills matching under 

changing labour market conditions, the GDAŃSK TECH dataset provides the empirical backbone 

required to validate, enrich, and stress-test them across a large and diverse body of evidence. 
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Within WP1, the project developed a structured understanding of ALMPs by identifying key policy 

instruments, target groups, outcome dimensions, and contextual and institutional factors influencing 

effectiveness. This work resulted in a coherent analytical framework describing how different ALMP 

measures interact with labour market conditions, governance settings, and participant 

characteristics. The GDAŃSK TECH dataset translates this framework into a curated corpus of 

documents that explicitly instantiate these dimensions in real-world evaluations and policy analyses. 

More specifically, WP1 defined a multidimensional perspective on ALMPs, emphasising that policy 

effectiveness cannot be assessed solely through employment entry rates. Instead, WP1 highlighted 

the importance of complementary outcomes such as employment stability, job quality, earnings 

trajectories, skill acquisition, social inclusion, and well-being, as well as the presence of unintended 

effects. The GDAŃSK TECH dataset mirrors this perspective by systematically capturing studies that 

analyse these broader outcome categories and by structuring document annotations to reflect these 

multiple layers of impact. 

Another central contribution of WP1 was the explicit recognition of heterogeneity, both across policy 

instruments and across population groups. WP1 stressed that ALMP impacts differ significantly by 

age, skill level, migration background, duration of unemployment, and the presence of multiple 

barriers to labour market integration. This insight is strongly reflected in the composition of the 

GDAŃSK TECH dataset, which includes extensive evidence on youth and NEETs, long-term 

unemployed individuals, migrants and refugees, low-skilled workers, seniors, and people with 

complex needs. The dataset therefore supports granular analysis aligned with WP1’s emphasis on 

differentiated policy design rather than one-size-fits-all solutions. 

WP1 also underscored the role of implementation and governance factors in shaping outcomes, 

including administrative capacity, caseworker discretion, targeting mechanisms, conditionality, 

coordination between active and passive measures, and the broader economic and institutional 

context. In response, the GDAŃSK TECH dataset deliberately incorporates studies that examine these 

dimensions, ranging from evaluations of Public Employment Services reforms to analyses of 

decentralisation, profiling tools, digital matching platforms, and integrated activation systems. This 

ensures that the dataset does not merely capture “what works”, but also sheds light on “under what 

conditions” and “through which mechanisms”. 

From a methodological standpoint, WP1 highlighted the importance of robust causal inference and 

transparency in evaluation design. Accordingly, the GDAŃSK TECH dataset includes a wide variety of 

empirical approaches, with a strong presence of quasi-experimental and experimental studies, as 

well as meta-analyses and comparative policy assessments. This methodological diversity enables 

the dataset to support both synthesis-level insights and detailed methodological comparisons, in line 

with WP1’s analytical ambitions. 

Table 2: Overview of Analytical Categories in the GDAŃSK TECH Dataset presents the main analytical 

categories represented in the GDAŃSK TECH dataset, aligned with the core dimensions developed in 

WP1, together with their thematic focus and indicative key references. 

Table 2: Overview of Analytical Categories in the GDAŃSK TECH Dataset 

Analytical category Description and analytical focus Indicative key references 

Job search assistance 

and counselling 

Studies analysing job matching services, 

counselling intensity, caseworker roles, 

digital and AI-based matching tools, and 

Card et al. (2010), Caliendo 

et al. (2011), Bolhaar et al. 

(2020), Arranz & García-
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their effects on employment transitions 

and job quality 

Serrano (2024), OECD 

(2022, 2023) 

Training measures Evaluations of vocational, classroom, on-

the-job, and hybrid training programmes, 

focusing on employability, skills 

acquisition, earnings, and medium- to 

long-term employment effects 

Forslund et al. (2004), 

Hämäläinen & Ollikainen 

(2004), Kluve et al. (2010), 

OECD (2019, 2023), Baião et 

al. (2024) 

Employment 

incentives and wage 

subsidies 

Evidence on hiring subsidies, wage 

incentives, and employer-focused 

interventions, including impacts on 

employment probability, job stability, and 

risks of deadweight or substitution 

Forslund et al. (2004), 

Caliendo et al. (2011), OECD 

(2021, 2024), Lauringson et 

al. (2024) 

Direct job creation 

and public works 

Analyses of public employment and job 

creation schemes, highlighting lock-in 

effects, displacement risks, and 

heterogeneous impacts across participant 

groups 

Fredriksson & Johansson 

(2003), Hagen (2003), 

Brändle & Fervers (2021), 

Harrer & Stockinger (2022) 

Start-up incentives 

and self-

employment support 

Studies examining entrepreneurship 

support as an ALMP tool, including effects 

on sustainable employment and income 

trajectories 

McKenzie (2017), Svabova 

& Gabrikova (2024), OECD 

(various country reports) 

Integrated activation 

approaches 

Evidence on the interaction between 

active and passive labour market policies, 

conditionality, income support integration, 

and coordinated service delivery 

Martin (2015), Pignatti & 

Van Belle (2018), Asenjo et 

al. (2023) 

Target group 

differentiation 

Analyses focusing on youth, NEETs, long-

term unemployed, migrants, seniors, and 

individuals with multiple barriers, 

emphasising heterogeneous treatment 

effects 

Caliendo & Schmidl (2016), 

OECD (2020–2024), Madoń 

et al. (2024) 

Implementation and 

governance factors 

Studies addressing administrative capacity, 

institutional design, decentralisation, 

caseworker discretion, and policy stability 

Scharle & Csillag (2019), 

Mergele & Weber (2020), 

Fitzenberger (2024) 

Methodological and 

evaluation 

frameworks 

Meta-analyses, comparative evaluations, 

and methodological contributions 

supporting evidence-based ALMP design 

Card et al. (2010), Kluve et 

al. (2019), OECD (2020, 

2022, 2024) 

 

Overall, the GDAŃSK TECH dataset can be understood as the empirical realisation of the WP1 

conceptual architecture. It provides the evidence base required to operationalise WP1 concepts in 

downstream tasks, including semantic annotation, expert validation, AI-assisted information 

extraction, and evaluation activities in later work packages. By grounding WP1’s analytical categories 

in a rich and systematically organised document corpus, the GDAŃSK TECH dataset ensures 
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conceptual continuity across the project and strengthens the scientific credibility of subsequent 

technical and analytical components. 

 

4.3. Dataset Structure and Characteristics 

   
 

The EU-ALMPO dataset is designed to serve as the authoritative, structured evidence base 

underpinning the ALMP Observatory. Its structure reflects both the complexity of ALMP documents 

and the analytical needs of the AI-powered repository. Unlike the taxonomy described in Section 4.1, 

which defines what must be extracted conceptually, this section describes how the information is 

physically organised, stored, and represented across the corpus. 

The EU-ALMPO dataset is not being built from scratch. It is seeded with a substantial and highly 

valuable corpus of existing, pre-analyzed ALMP documents contributed by the work of: 

• ISTITUTO PER LA RICERCA SOCIALE SCARL (IRS): A leading Italian institute for social research, 

which contributed a comprehensive collection of ALMP-related studies, policy analyses, and 

case materials covering the period 2000–2025, providing a broad evidence base on the 

evolution of labour markets, skills, and public policy responses. 

• POLITECHNIKA GDANSKA (GDAŃSK TECH): A premier Polish university, which contributed a 

deep archive of ALMP evaluations, including foundational OECD papers and working papers 

covering the period 1990–2025. 

This initial "seed dataset" (section 4.2) is characterized by: 

• Temporal Depth: The GDAŃSK TECH contribution provides a critical perspective on ALMP 

evaluations covering the period 1990–2025, allowing for longitudinal analysis of what has (and 

has not) worked. 

• Scope and coverage: The IRS contribution covers ALMP-related publications from 2000 to 

2025, providing a comprehensive overview of labour market dynamics, skills development, 

and policy responses to structural change. 

Methodological Diversity: The corpus includes a mix of quantitative RCTs, macroeconomic 

evaluations, and qualitative policy assessments, making it a well-rounded resource for training an AI 

to understand different types of evidence. 

To support Retrieval-Augmented Generation and fine-grained evidence extraction, each document 

is represented using a three-layer structure: 

Layer 1: Document-Level Objects 

Each document is stored as a unique object with: 

• a persistent document ID 

• bibliographic information (title, author, year) 

• source classification (academic, government report, legislation, etc.) 

• document_type (evaluation, policy brief, manual, etc.) 

• partner provenance (IRS, GDAŃSK TECH, etc.) 

• file reference to the original PDF 

This layer corresponds to the Level 1 metadata described in Section 4.1. 

Layer 2: Semantic Chunks 
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Every document is split into multiple semantically meaningful chunks using the pipeline described in 

Section 5.4.3. Each chunk contains: 

• chunk_id (unique per document) 

• source text corresponding to a coherent idea 

• hash of the original text (ensuring verifiability) 

• position information (page/chunk sequence) 

• chunk_text stored as UTF-8 text 

Chunking allows paragraph-level evidence extraction and supports granular retrieval by 

policymakers. 

Layer 3: Enriched Metadata Objects 

For each chunk, the automatic annotation tool produces enriched metadata stored as: 

• an enrichment_data object (JSON) following the taxonomy in Annex A 

• verbatim_quotes supporting each extracted field 

• null_reason fields when information is absent 

• model metadata (model_id, timestamp, taxonomy_id used) 

These results are stored in NDJSON format (one JSON per line), as illustrated in Appendix C. 

Identifier System and Referencing Model 

To ensure consistency and traceability: 

• every document has a doc_id 

• every chunk has a chunk_id 

• every NDJSON annotation line includes a kb_id, linking it to a specific knowledge base instance 

• all objects include creation timestamps and source hashes 

This identifier system enables: 

• deduplication 

• reproducibility of AI outputs 

• cross-referencing between documents and annotations 

• future linkage with taxonomy evolution or hierarchical models 

Expected Dataset Growth and Extensibility 

The dataset is expected to expand significantly during the project as new documents are 

continuously added by partners and external contributors. The architecture supports: 

• ingestion of additional PDFs without reprocessing the entire corpus 

• backward compatibility with older taxonomy versions 

• parallel knowledge bases (e.g., “ALMP Corpus v1”, “Skills Mismatch Corpus”) 

• re-annotation of documents using new taxonomies in future phases 

This modular design ensures long-term sustainability and allows the Observatory to evolve as new 

ALMP research and evaluation practices emerge. 

Linking Dataset Structure to System Architecture 

The dataset’s structure directly reflects the needs identified in WP3: 
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• document-level metadata supports basic search and filtering 

• chunk-level metadata supports RAG and semantic retrieval 

• NDJSON format supports efficient loading into vector databases, relational databases, or 

hybrid architectures 

• persistent identifiers enable integration with future components such as the ALMP Design 

Wizard 

Thus, the dataset is not only a passive repository but an active, computationally structured resource 

optimized for AI-supported policymaking tools. 

 

4.4. Data Quality and Validation 

   
 

The quality of this dataset is paramount. A dataset annotated with incorrect or inconsistent metadata 

will lead to a retrieval (RAG) system that provides irrelevant or wrong information, rendering the 

entire observatory platform unreliable. 

Therefore, a "human-in-the-loop" validation process is a non-negotiable part of the system 

architecture. Our data quality strategy is twofold: 

1. Initial Validation: The existing Level 1 metadata from the IRS and GDAŃSK TECH collections, 

while high-quality, will be programmatically ingested and then reviewed by consortium 

experts using the Annotation Tool (described in Section 5). 

2. Ongoing Validation: For all new documents collected during the project, as well as for 

previously collected documents re-annotated under updated versions of the taxonomy, the 

Automatic Annotation (Section 4) will generate suggested Level 2 (chunk-level) metadata. 

These suggestions are then pushed to a moderation within the Annotator, where they have 

to be validated or corrected by a human expert before being formally added to the main 

repository. 

This expert-led process ensures that every piece of data in the repository is trustworthy and that the 

AI’s "knowledge base" remains accurate. 
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5. Document Annotation IT Tool Design 

 
 

This chapter presents the design of the EU-ALMPO Document Annotation IT Tool, following a 
standard information system design process that starts from business requirements and 
progressively translates them into system roles, functional capabilities, and architectural solutions. 

The primary business objective of the EU-ALMPO Document Annotation Tool is to support the 
systematic transformation of unstructured Active Labour Market Policy (ALMP) documents into 
structured, high-quality, and reusable knowledge assets. These assets must be suitable for policy 
analysis, cross-country comparison, advanced querying, and AI-assisted reasoning, while preserving 
methodological rigour and expert oversight. 

At a business level, the tool is required to: 

• support the annotation of heterogeneous ALMP-related documents (e.g. evaluation studies, 
policy reports, legislative texts, operational guidelines); 

• ensure consistency of interpretation across partners, countries, and time through a shared 
annotation scheme and taxonomy; 

• enable expert-driven validation and quality control of all annotations; 

• reduce the manual burden of large-scale document analysis through AI-assisted support, 
without replacing human judgement; 

• produce structured outputs that can be exploited by downstream components of the EU-
ALMPO platform, including analytics and Retrieval-Augmented Generation (RAG) services. 

Based on these business requirements, the system design follows a layered refinement approach: 

1. Business requirements, which define why the tool is needed and what objectives it must 
serve; 

2. User roles and interactions, which define who uses the system and how they contribute to 
the annotation and validation process; 

3. Functional requirements, which specify what the system must do to support these users and 
objectives; 

4. Non-functional requirements, which capture how well the system must perform in terms of 
usability, reliability, scalability, and security; 

5. Architectural design, which defines how the system is structured and implemented to meet 
the above requirements. 

A core design principle of the EU-ALMPO Document Annotation Tool is the adoption of a human-in-
the-loop approach, where artificial intelligence components provide annotation suggestions and 
semantic enrichment, but final decisions are always taken by expert users. This principle reflects the 
nature of ALMP policy analysis, where transparency, traceability, and contextual understanding are 
essential. 

From an implementation perspective, the system is realised as a container-based, microservice-
oriented platform, integrating document processing services, AI-assisted Retrieval-Augmented 
Generation pipelines, persistent storage layers, and a dedicated human annotation environment. 
The design emphasises modularity, reproducibility, and cost-efficient deployment, enabling 
operation on standard cloud infrastructure without reliance on specialised hardware. 

The remainder of this chapter is structured as follows: 

• Section 5.1 introduces the system users and roles; 

• Section 5.2 presents the functional requirements of the tool; 

• Section 5.3 describes the non-functional requirements; 

• Section 5.4 outlines the logical architecture of the system; 
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• Section 5.5 details the technical architecture, including deployment, services, data storage, 
AI integration, networking, and hardware environment. 

Together, these sections provide a coherent and traceable description of how the EU-ALMPO 
Document Annotation IT Tool addresses the project’s business requirements through a concrete and 
implementable system design. 

 

5.1. System Users and roles 

   
 

The EU-ALMPO Document Annotation IT Tool is designed to support a clearly defined and limited set 
of user roles, each aligned with specific responsibilities in the annotation, validation, and quality 
assurance process. These roles are derived directly from the business requirements of the project, 
which prioritise expert-driven interpretation, methodological transparency, and high-quality 
structured outputs over mass or crowdsourced annotation. 

The system adopts a human-in-the-loop model, where artificial intelligence components assist the 
annotation process but do not replace expert judgement. Consequently, all user roles are expert-
oriented and operate within controlled workflows. 

In the current implementation, two primary user roles are defined: Curator and Lead Curator. 

 

5.1.1. Curators 

 
 

Curators are domain experts responsible for the review, correction, and validation of AI-generated 
annotation suggestions. They are typically researchers and policy analysts and operate directly on 
the annotated content. 

Curators perform their work primarily acting as the main human-in-the-loop annotation interface 
integrated into the EU-ALMPO platform. 

Key responsibilities of curators include: 

• reviewing AI-generated annotations at the semantic chunk level, 

• confirming, correcting, or refining taxonomy-based fields (e.g. policy intervention type, 
target group, methods, evaluation outcomes), 

• ensuring that all annotations are grounded in the document text and supported by verbatim 
evidence where required, 

• resolving ambiguities or inconsistencies in AI suggestions, 

• saving validated annotations that are then incorporated into the EU-ALMPO knowledge 
base. 

Curators are responsible for ensuring the semantic accuracy, completeness, and consistency of the 
annotated dataset. 

Curators interact primarily with the human-in-the-loop annotation environment and rely on AI 
assistance as a decision-support mechanism rather than an automated decision-maker. All curator 
actions are explicitly recorded, ensuring traceability and accountability of annotation outcomes. 

 

5.1.2. Lead Curators 

 
 

Lead Curators oversee the annotation process at a supervisory and governance level. This role is 

typically assigned to senior experts within the consortium who are responsible for maintaining 

quality standards and methodological consistency across the dataset. 

Key responsibilities of lead curators include: 
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• supervising the work of curators and resolving complex or disputed annotations, 

• managing document ingestion workflows and monitoring annotation progress, 

• assigning, maintaining, and versioning taxonomies used for annotation, 

• approving validated annotations for final inclusion in the knowledge base, 

• coordinating re-annotation activities when taxonomies or annotation guidelines evolve, 

• performing periodic quality reviews across documents and annotation batches. 

Lead Curators ensure the coherence, reliability, and long-term sustainability of the EU-ALMPO 

annotated knowledge base. 

All system access is mediated through these two roles. Technical operations such as infrastructure 

maintenance, container management, or software updates are handled outside the application’s 

user role model and are therefore not represented as system users within the tool itself. 

This streamlined role structure reflects the current operational reality of the platform and supports 

a clear, accountable, and expert-driven annotation process.  

 

5.2. Functional Requirements 

   
 

The functional requirements define the essential capabilities that the Document Annotation IT Tool 
must provide in order to meet the business goals of the EU-ALMPO project. These requirements 
describe what the system must do, focusing on behaviours, workflows, and interactions between 
users and system components. They are organised according to the main functional areas of the 
platform and the roles defined in Section 5.1. 

 

5.2.1. Document Ingestion and Management 

 
 

The system must: 

• allow authorised users to upload new documents in PDF or text format 

• automatically assign a unique document identifier (doc_id) 

• store original files in a secure repository linked to the knowledge base 

• extract basic document-level metadata from uploaded files (title, year, author if available) 

• allow curators to modify or complete document-level metadata 

• provide a dashboard displaying the processing status of each document (Pending, Processed, 
etc) 

• support batch uploading for multiple documents 

• enable users to assign a specific taxonomy to a document prior to processing 

 

5.2.2. Automatic Annotation Pipeline 

 
 

The system must: 

• convert uploaded PDFs to machine-readable text 

• clean extracted text by removing artefacts such as headers, footers, and line breaks 

• identify and convert tables into structured natural language descriptions for LLM processing 

• perform semantic chunking to divide documents into meaningful units 

• generate enriched metadata for each chunk using the taxonomy defined in Annex A 
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• produce a structured NDJSON output containing chunk text, metadata, and verbatim quotes 

• link each enrichment result to a specific chunk and document through unique identifiers 

• record processing metadata (model used, timestamp, taxonomy version) for transparency 

 

5.2.3. Human Evaluation and Correction 

 
 

The system must: 

• allow curators and lead curators to view AI-generated suggestions in a dedicated Editor 
interface 

• present chunk text and suggested metadata side-by-side 

• enable experts to edit, confirm, or delete suggested metadata 

• require experts to add or confirm verbatim quotes for every metadata element 

• support entry of null_reason when metadata is intentionally left empty 

• allow annotators to assign confidence levels to validated annotations 

• provide navigation controls for moving between chunks (Next, Previous) 

• automatically save validated annotations into the master repository 

• allow experts to flag problematic documents or chunks for secondary review 

 

5.2.4. Knowledge Base Administration 

 
 

The system must: 

• allow users to manage taxonomies and assign them to documents 

• support switching between multiple taxonomy versions 

• maintain a history of applied taxonomies and their changes 

• enable users to modify document metadata, taxonomy assignments, and processing 
parameters 

• provide quality monitoring tools such as lists of flagged chunks and documents requiring 
additional review 

• allow reprocessing of documents when taxonomy versions are updated 

 

 

5.2.5. Taxonomy Management 

 
 

The system must: 

• allow users to create new taxonomies 

• support editing and extending existing taxonomies 

• allow definition of category types (single-select, multi-select, faceted categories, free-text 
fields) 

• store each taxonomy with its own version identifier 

• maintain a library of all available taxonomies 

• enable assignment of different taxonomies to different documents 

• ensure that all metadata conforms to the schema of the taxonomy used 

 

5.2.6. Annotation Viewer and Read-Only Access 

 
 

The system must: 

• provide a read-only interface for browsing fully validated documents 

• display each document’s text with a navigable Table of Contents 
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• show validated annotations associated with each chunk in a human-readable format 

• allow users to search within a document or across documents by metadata fields 

• enable export of annotations in standard formats (e.g., JSON, CSV, NDJSON) 

 

5.2.7. User and Access Management 

 
 

The system must: 

• support user authentication through a secure login mechanism 

• allow operational team to assign roles (Curator and Lead Curator) 

• enforce role-based access control to restrict actions based on user permissions 

• allow operational team to deactivate or update user accounts 

 

5.2.8. System Logging and Audit Trail 

 
 

The system must: 

• log all critical actions, including document uploads, taxonomy changes, and annotation edits 

• retain a history of changes made to metadata by annotators and administrators 

• provide administrators access to audit logs for monitoring and review 

• capture system events for debugging and traceability 

 

5.3. Non-functional Requirements 

   Non-functional requirements describe how well the Document Annotation IT Tool must perform, 

rather than what it does. They define the quality attributes and operational constraints that ensure 

the platform operates efficiently, securely, and reliably under the conditions required by the EU-

ALMPO project. These requirements complement the functional requirements in Section 5.2 by 

establishing measurable expectations for performance, availability, security, usability, 

maintainability, scalability, and all other cross-cutting qualities required for sustainable operation. 

Each category below specifies the relevant quality attributes and includes metrics that reflect a 

mature, production-grade system design. These non-functional requirements describe the target 

operational characteristics of the current production deployment and are indicative rather than 

contractual guarantees. 

5.3.1. Performance and Efficiency 

 
 

The system must respond quickly and process documents efficiently. 

• Pipeline processing time: Documents up to 50 pages must be processed within 1–3 minutes 

under typical loads. 

• Peak throughput: The system should handle 10 simultaneous document processing tasks 

without degradation. 

• UI responsiveness: Dashboard, Viewer, and Editor interfaces must load in under 1.5 seconds. 

• Chunk navigation latency: Switching between chunks must take less than 200 milliseconds. 

• Text extraction efficiency: PDF text extraction must complete in under 10 seconds for 

documents under 30 pages. 

 

5.3.2. Scalability 

 
 

The platform must scale horizontally and vertically. 
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• Pipeline scalability: System must scale to process at least 200 documents per day during 

annotation campaigns. 

• User scalability: Support 30+ concurrent annotators in peak periods. 

• Database scalability: System must maintain performance with 5 million+ stored chunks. 

 

5.3.3. Capacity 

 
 

The tool must support large datasets. 

• Support a corpus of 10,000 documents without architectural changes. 

• Store tens of millions of NDJSON records without performance loss. 

• Handle documents up to 500 pages per file (large OECD, ILO, or national evaluation reports). 

 

5.3.4. Availability 

 
 

The system must be accessible when needed. 

• Availability target: 99.5 percent uptime during working hours. 

• Maintenance window: Scheduled maintenance must not exceed 2 hours per month. 

 

5.3.5. Reliability 

 
 

The platform must behave predictably and consistently. 

• Pipeline completion rate: At least 98 percent of documents should process without errors. 

• Retry mechanism: Failed tasks must retry automatically up to three times. 

• Stable output: No annotated metadata may be lost due to system failure. 

 

5.3.6. Resilience and Fault Tolerance 

 
 

The system must withstand transient failures. 

• Automatic recovery: Interrupted pipelines must resume automatically from the last successful 

step. 

• Graceful degradation: If the LLM endpoint is unavailable, the system must still allow document 

ingestion and manual editing operations. 

• Tolerance: Temporary outages must not exceed 2 minutes without fallback behaviours. 

 

5.3.7. Disaster Recovery and Business Continuity 

 
 

The system must remain operational after major failures. 

• RPO (Recovery Point Objective): ≤ 6 hours 

• RTO (Recovery Time Objective): ≤ 1 business day 

• Backup redundancy: Backup must be stored in a geographically distinct location. 
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5.3.8. Backup and Restore 

 
 

Robust data protection must be in place. 

• Backup frequency: Full database backup every 24 hours. 

• Incremental backups: Every 4 hours. 

• Restore test cycles: Backup restoration must be tested quarterly. 

 

5.3.9. Security 

 
 

System security must meet best practices. 

• Transport security: All communication must use TLS. 

• Access control: Role-based access must enforce privilege separation. 

• Failed login threshold: Lock account after 5 failed attempts within 10 minutes. 

• Session timeout: Automatic logout after 30 minutes of inactivity. 

 

5.3.10. Privacy and Data Protection (GDPR) 

 
 

The system must adhere to GDPR standards. 

• Personal data (if present) must be anonymised within 24 hours of detection. 

• Sensitive documents must be access-restricted to authorised staff only. 

• GDPR-related actions must be logged for at least 12 months. 

 

5.3.11. Data Integrity and Consistency 

 
 

The dataset must remain coherent and verifiable. 

• Zero malformed metadata allowed during ingestion. 

• All annotations must include doc_id, chunk_id and a taxonomy_id. 

• Schema validation must occur at every save operation. 

• Re-annotation must create versioned datasets, never overwriting originals. 

 

5.3.12. Safety 

 
 

Ensure safe handling of digital content and AI results. 

• AI-generated fields must never overwrite validated human edits. 

• Unknown or ambiguous cases must require human confirmation. 

• No metadata extracted by inference is allowed without verbatim evidence. 

 

5.3.13. Usability and User Experience 

 
 

The system must support efficient expert work. 

• Curators must be able to validate a chunk in 3–4 interactions. 

• Visual clarity must allow reading chunk text and metadata without scrolling. 
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• User onboarding must require ≤ 2 hours of training for basic proficiency. 

 

5.3.14. Accessibility 

 
 

The system must support broad usability for different types of users, incorporating accessibility 

principles aligned with recognised standards. 

• Interfaces must support full keyboard navigation for all primary actions, including chunk 

navigation and metadata editing. 

• Visual elements must follow WCAG 2.0 AA-level principles for contrast, readability, and focus 

indicators, where technically feasible. 

• All form fields must include clear text labels and semantic markup that can be interpreted by 

assistive technologies. 

• Accessibility features must be progressively enhanced toward fuller WCAG 2.0 AA 

conformance as the platform evolves. 

 

5.3.15. Interoperability 

 
 

The system must operate with external tools. 

• Must export NDJSON, JSON, and CSV without schema loss. 

• Must integrate with the RAG retrieval engine using vector-ready chunk metadata. 

• Must support import of AI-generated metadata for re-annotation. 

 

5.3.16. Compatibility 

 
 

The system must work across environments. 

• Supported browsers include latest Chrome, Firefox, Safari and Edge. 

• Must support PDF formats from major publishers and government portals. 

• Must work with both PostgreSQL and alternative SQL engines if needed. 

 

5.3.17. Portability 

 
 

Deployment must be portable. 

• Must support containerised deployment (Docker images < 1.5 GB). 

• Environments must be reproducible using configuration files. 

 

5.3.18. Maintainability 

 
 

The system must be easy to update. 

• Code modules should be isolated to allow updates in under 30 minutes. 

• Technical documentation must be updated with every release. 

• No restart should be required for taxonomy or schema updates. 
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5.3.19. Supportability 

 
 

Administrators must be able to diagnose issues. 

• Error logs must provide the root cause within 5 log entries. 

• Admin dashboard must show resource usage (CPU, memory, queue size). 

• Issue resolution time for critical issues should target ≤ 4 hours. 

 

5.3.20. Testability 

 
 

The system must allow systematic testing. 

• Unit tests must cover 80 percent of backend logic. 

• Configuration changes must be deployable to a test environment. 

• Regression tests must be run before each major release. 

 

5.3.21. Configurability and Customizability 

 
 

Users must be able to adapt the system without code. 

• Users must configure taxonomies through UI. 

• Chunk size thresholds must be configurable. 

• Versioned taxonomies must be selectable per document. 

 

5.3.22. Installability and Deployment 

 
 

Deployment must be straightforward. 

• Installing a new environment must take under 1 hour. 

• Docker-based deployment must support one-command installation. 

• Upgrades must not require data migration downtime. 

 

5.3.23. Monitoring, Logging and Observability 

 
 

The system must offer operational transparency. 

• Logs must be retained for 12 months. 

• Monitoring must track pipeline duration, queue backlog, and LLM usage. 

• Alerts must trigger when processing time exceeds 5 minutes per document. 

 

5.3.24. Compliance and Regulatory Requirements 

 
 

The system must comply with: 

• EU-ALMPO Data Management Plan 

• GDPR (EU 2016/679) 

• Licensing conditions of source documents 
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5.3.25. Localization & Internationalization (L10n & i18n) 

 
 

Although English-first, the system must allow future adaptation. 

• All text strings must be externalised for translation. 

• UTF-8 support must ensure multilingual content handling. 

• Interface must support right-to-left fonts if added later. 

 

5.3.26. Performance on Mobile / Edge Devices 

 
 

Not a primary focus but basic support is required. 

• Read-only mode must work on tablets. 

• Page load time on tablet devices must stay under 3 seconds. 

 

5.3.27. Resource Consumption & Cost Efficiency 

 
 

The system must use resources responsibly. 

• Avoid repeated LLM calls when cached results exist. 

• Limit peak CPU usage to under 80 percent of available cores. 

• Scale down compute resources outside working hours. 

 

5.3.28. Environmental / Sustainability Constraints 

 
 

The system must minimise environmental impact. 

• Support batching of LLM calls to reduce energy use. 

• Avoid continuous high-load operation unless necessary. 

• Prefer cloud infrastructure with sustainability certifications. 

 

5.3.29. Ethical / Responsible AI 

 
 

The system must ensure ethical use of LLMs. 

• Must record model version, prompt, and reasoning for every annotation. 

• AI suggestions must require human approval before entering the KB. 

• AI outputs must be prevented from overwriting expert edits. 

 

5.3.30. Auditability and Traceability 

 
 

Every annotation must be traceable. 

• Must store timestamp, user ID, chunk text, verbatim quote, and model metadata. 

• All user actions must be logged for 12+ months. 

• Version history must allow reconstruction of any annotation state. 
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5.3.31. Time-related Constraints 

 
 

The system must meet project timelines. 

• Must process the full corpus of documents on schedule for downstream WP3 tasks. 

• Annotation campaigns must support completion within one review cycle (typically 2–3 

weeks). 

• Pipeline queues must not exceed 50 items to avoid delays. 

 

5.4. High-Level System Architecture 

   The High-Level System Architecture of the EU-ALMPO Document Annotation IT Tool provides an 

abstract, technology-agnostic view of the main system components and their functional interactions. 

It describes how users, application services, data repositories, and external AI services cooperate to 

support the end-to-end annotation workflow, without yet addressing concrete deployment or 

infrastructure choices. 

This architectural view bridges the gap between the business and functional requirements defined 

earlier in this chapter and the detailed technical architecture presented in Section 5.5. It focuses on 

what the system does and how responsibilities are distributed, rather than on where and how 

components are deployed. 

At this level, the system is organised around four core functional layers: 

• the user interaction layer, 

• the frontend application layer, 

• the backend functional services layer, and 

• the data and knowledge layer, 

with controlled integration to external Large Language Model (LLM) providers. 

 

Figure 1: High-Level System Architecture of the Document Annotation IT Tool 
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Figure 1: High-Level System Architecture of the Document Annotation IT Tool presents the high-level 

system architecture of the EU-ALMPO Document Annotation IT Tool, illustrating the separation 

between client access, web-based user interfaces, core backend services, external AI providers, and 

persistent data storage. 

5.4.1. User Interaction Layer 

 
 

The User Interaction Layer represents the human actors who interact with the Document Annotation 

IT Tool. In the current system scope, two primary user roles are supported: 

• Curators, who are responsible for reviewing, correcting, and validating AI-assisted 

annotations at document and chunk level. 

• Lead Curators, who supervise the annotation process, manage taxonomies and knowledge 

bases, and perform quality assurance and final validation. 

Users access the system exclusively through a web browser. No client-side installation is required, 

and all interaction with the underlying functionality is mediated through the frontend application 

layer. 

This layer is intentionally kept simple and role-focused, ensuring that human expertise remains 

central to the annotation process while being supported—rather than replaced—by AI-driven 

assistance. 

 

5.4.2. Frontend Application Layer 

 
 

The Frontend Application Layer is implemented as a single, integrated Annotation UI, which provides 

all user-facing functionality of the system. It acts as the primary interaction point between users and 

backend services and is responsible for orchestrating annotation workflows from the user’s 

perspective. 

The Annotation UI provides the following core functional areas: 

• Document Library, enabling users to browse, select, and manage documents within a 

knowledge base. 

• Annotation Workspace, where curators interact with AI-generated suggestions, inspect 

document chunks, and validate or correct annotations. 

• Taxonomy Builder, allowing lead curators to define, update, and manage annotation 

taxonomies in line with evolving business requirements. 

• Settings and Preferences, supporting configuration of annotation behaviour and interface-

level options. 

Although user management functionality (e.g. roles and permissions) is exposed through the 

frontend, the actual management of users and roles is handled by backend services and persisted in 

the data layer. 

The frontend layer does not implement business logic or AI functionality. Instead, it communicates 

with backend services exclusively through well-defined APIs, ensuring a clear separation of concerns 

and a lightweight client-side architecture. 
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5.4.3. Backend Functional Services Layer 

 
 

The Backend Functional Services Layer implements the core application logic of the Document 

Annotation IT Tool. At the high-level architectural view, the backend is composed of four distinct 

functional services, each responsible for a clearly defined set of tasks. 

Document Indexing Service 

The Document Indexing Service acts as the central orchestration component of the system. It is 

responsible for: 

• managing knowledge bases, 

• coordinating document ingestion workflows, 

• handling document chunking and indexing, 

• associating documents and chunks with taxonomies, 

• coordinating interactions between annotation outputs and persistent storage. 

This service serves as the primary entry point for backend operations initiated by the frontend. 

PDF Processing Service 

The PDF Processing Service is responsible for transforming raw PDF documents into machine-

processable representations. Its functions include: 

• text extraction, 

• structural analysis of document content, 

• preparation of document data for downstream indexing and annotation. 

This service isolates document-format-specific complexity from the rest of the system. 

Text Embedding Service 

The Text Embedding Service generates vector representations of textual content to support semantic 

search and Retrieval-Augmented Generation workflows. It computes embeddings for document 

chunks and exposes them to the indexing and retrieval logic. 

Embedding generation is treated as a dedicated functional responsibility, enabling independent 

evolution of semantic models without affecting other backend services. 

LLM Gateway Service 

The LLM Gateway Service provides a unified abstraction layer for accessing external Large Language 

Model providers. It does not contain annotation logic itself but acts as a controlled integration point 

that: 

• routes requests to external LLM APIs, 

• standardises request and response formats, 

• decouples backend services from specific model providers. 

This design allows the system to remain flexible with respect to future changes in AI providers or 

models. 
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5.4.4. Data and Knowledge Layer 

 
 

The Data and Knowledge Layer provides persistent storage for all artefacts produced and consumed 

by the system. At the high-level architectural view, it consists of four main data categories: 

• ChromaDB (Vector Storage), which stores vector embeddings and supports semantic 

retrieval. 

• Knowledge Bases (JSON), which store documents, chunks, and associated metadata. 

• Annotations (NDJSON), which store chunk-level annotation results, including AI-generated 

suggestions and human validations. 

• User Management Data (JSON), which store user identities, roles, and preferences. 

These data structures are intentionally lightweight and interoperable, supporting downstream 

analysis, AI-driven querying, and future integration with external observatory components. 

 

5.4.5. External AI Services 

 
 

External Large Language Model providers are considered outside the system boundary. They are 

accessed exclusively through the LLM Gateway Service and only via secure API calls. 

This architectural decision ensures: 

• clear separation between internal system logic and external AI services, 

• controlled use of AI capabilities, 

• avoidance of vendor lock-in at the architectural level. 

 

5.4.6. Architectural Scope and Transition to Technical Design 

 
 

The High-Level System Architecture presented in this section defines the functional structure and 

responsibilities of the Document Annotation IT Tool without making assumptions about deployment, 

infrastructure, or hardware. 

Section 5.5 builds directly on this model and introduces the technical architecture, detailing how 

these components are deployed, containerised, interconnected, and executed in the current 

production environment. 
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5.5. Technical / Technology Architecture 

5.    
 

The technical architecture of the EU-ALMPO Document Annotation System describes the concrete 

technologies, infrastructure components, deployment model, and runtime environment that 

support the operation of the platform in its current production configuration. Unlike the logical and 

functional architectures presented in Chapter 5.4, which focus on responsibilities, data flows, and 

system behaviour, the technical architecture provides an implementation-specific view that details 

where and how the system operates, the software stack it relies on, and the infrastructure services 

that enable its execution. 

Production Oriented Design Perspective 

The EU-ALMPO Annotator is deployed as a publicly accessible production system on a single, CPU 

only Virtual Machine, following a container-based architecture orchestrated via Docker Compose. All 

core components, including backend processing services, AI integration gateways, persistent storage 

mechanisms, and the human in the loop annotation environment, execute within this controlled 

hosting environment. 

A central design objective of the technical architecture is to support computationally intensive 

annotation and AI assisted workflows without relying on high cost or specialised hardware, such as 

GPUs or dedicated AI accelerators. Instead, the system deliberately leverages lightweight semantic 

embedding models optimised for CPU execution, cloud hosted large language models accessed 

through a controlled gateway, and modular, containerised backend services that can be reconfigured 

or redistributed in future deployments if required. 

This design choice ensures that the platform remains cost efficient, reproducible, and accessible, 

making it suitable for deployment by public institutions, research organisations, and policy bodies 

with limited infrastructure resources. 

Layered Technical Architecture Overview 

From a technology perspective, the system is organised into a set of clearly defined architectural 

layers, each realised using specific tools, frameworks, and deployment mechanisms. This layered 

organisation provides a structured mapping between user facing functionality, application services, 

AI integration components, data persistence mechanisms, and the underlying infrastructure. 

At a high level, the technical architecture consists of the following layers, as illustrated in Figure 2: 

Layered Technical Architecture of the EU-ALMPO Document Annotation System. 

1. Users Layer: This layer represents all end user roles interacting with the system through 

standard web browsers, including Curators, responsible for validating and correcting AI 

generated annotations, and Lead Curators, responsible for supervision, quality assurance, 

and final approval of annotated content. Users access the platform remotely through 

publicly exposed web interfaces. 

2. Frontend Layer: The frontend layer implements the user facing web applications of the 

platform. It includes the custom Annotator User Interface, providing document navigation, 

annotation workflows, and access to the document and taxonomy libraries. The frontend 

communicates exclusively with backend services through RESTful APIs and does not directly 

access storage systems or AI services. 

3. Backend Services Layer: The backend services layer consists of containerised Python based 

services implemented using FastAPI. These services collectively support document ingestion 

and preprocessing, semantic chunking, indexing and orchestration, annotation workflow 
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coordination, and the execution of Retrieval Augmented Generation pipelines. Although 

deployed on a single host, the backend follows a microservices oriented design with clear 

separation of concerns and well defined service boundaries. 

4. AI Integration Layer: The AI integration layer provides controlled access to external Large 

Language Models through a locally deployed LiteLLM gateway. The gateway acts as a unified 

API endpoint for all LLM interactions, a configuration and security boundary, and an 

abstraction layer that enables future substitution of model providers. In the current 

production configuration, only cloud hosted GPT models are used, while local LLM inference 

remains an architectural option that is not enabled. 

5. Data Storage and Persistence Layer: This layer manages all persistent system data using a 

file based storage model. It includes local storage of raw and processed document files, 

semantically chunked text, and structured annotation outputs stored in JSON and NDJSON 

formats. Semantic vector representations are stored using ChromaDB, which operates as an 

embedded vector store within the backend services. Persistence is ensured through Docker 

managed volumes, without reliance on external relational databases or in memory data 

stores. 

6. Hosting and Infrastructure Layer: The hosting and infrastructure layer consists of a single 

Virtual Machine providing CPU resources for all services, system memory for concurrent 

processing and semantic search, local SSD storage for documents and vector data, and the 

container runtime and internal networking required for service orchestration. Docker and 

Docker Compose are used to manage container execution, networking, and persistent 

volumes. 

This layered technical perspective ensures a clear and traceable mapping between architectural 

decisions and their concrete implementation, while remaining sufficiently flexible to support future 

evolution, scaling, or migration to more distributed infrastructures. 
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Figure 2: Layered Technical Architecture of the EU-ALMPO Document Annotation System 

Figure 2: Layered Technical Architecture of the EU-ALMPO Document Annotation System presents the 

layered technical architecture of the platform, illustrating how user interfaces, backend services, AI 

integration components, data storage mechanisms, and the hosting environment are deployed and 

interconnected within the current production system. 

The following subsections, Sections 5.5.1 onward, provide a detailed, layer by layer description of 

the technologies used, the deployment model adopted, and the role each component plays in the 

operational system. 

 

5.5.1. Hosting Environment and Deployment Model 

1.  
 

The EU-ALMPO Document Annotation System is deployed in production on a single, dedicated 

Virtual Machine (VM) operating in a public cloud environment. This VM constitutes the complete 

hosting environment for the platform and supports all frontend interfaces, backend services, AI 

integration components, storage services, and human in the loop annotation workflows 

implemented through the custom annotator interface. 

The system follows a container-based deployment model, with all application components executed 

as Docker containers and orchestrated using Docker Compose. 

Single-Host, Container-Based Deployment 

The current production deployment adopts a single-host architecture, in which all containers run on 

the same VM and communicate through an internal Docker network. This approach was selected to: 

• simplify operational management and monitoring, 
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• minimise infrastructure complexity, 

• ensure reproducibility across environments, 

• reduce deployment and maintenance costs. 

Although hosted on a single VM, the system is architected as a microservices-based platform, where 

each major functional capability is implemented as an independent, containerised service. This 

design provides clear separation of concerns, modularity, and maintainability, while preserving the 

option for future horizontal scaling if required. 

Docker Compose Orchestration 

Docker Compose is used as the orchestration mechanism to define, configure, and manage all 

services required by the Annotator. The Compose configuration explicitly specifies: 

• individual service containers and their images, 

• inter-service dependencies and startup order, 

• exposed ports for external access, 

• internal service-to-service networking, 

• persistent storage volumes, 

• environment variables and runtime configuration parameters. 

All services are attached to a dedicated Docker network, enabling service name–based discovery and 

secure internal communication, while avoiding unnecessary exposure of internal service endpoints 

to the public internet. 

Public Accessibility and Network Exposure 

The system is publicly accessible, allowing curators and lead curators to access the platform 

remotely through standard web browsers. All curator and lead curator functionalities require 

authenticated access; internal services and data stores are not directly exposed to the public 

network. Selected service endpoints are exposed via mapped host ports, including: 

• the primary web interfaces used by curators and lead curators, 

• supporting API endpoints required for interactive annotation workflows. 

Internal backend services communicate exclusively through the Docker network and are not directly 

exposed externally. Outbound network traffic from the VM is used to communicate securely with 

external cloud-based AI services via HTTPS. 

Microservices Execution Model 

The backend of the EU-ALMPO Document Annotation IT Tool follows a containerised service-

oriented execution model. Core backend functionality is implemented through a small set of 

dedicated backend services, each deployed as an independent Docker container and exposing 

RESTful APIs. This design supports modularity, controlled interaction between components, and ease 

of deployment within the Docker Compose environment. 

In the current implementation, as reflected in the project repository, the backend execution model 

is centred around the following core service: 
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• Document Indexing Service, responsible for coordinating document chunking, semantic 

indexing, and interaction with vector storage; 

Supported by additional services (supporting services): 

• PDF Processing Service, handling document parsing and text extraction; 

• Text Embedding Service, generating vector representations of textual content using CPU-

based embedding models; 

• LLM Gateway Service, acting as a proxy and routing layer for all interactions with external 

Large Language Models. 

Additional processing steps such as text cleaning, preprocessing, schema extraction, and taxonomy-

aligned metadata handling are implemented as internal processing logic within these backend 

services rather than as separate deployable microservices. This approach reduces operational 

complexity while maintaining clear separation of responsibilities at the service level. 

Supporting components such as monitoring and storage volumes and operational support 

components are deployed alongside the backend services within the Docker Compose environment 

but are treated as auxiliary infrastructure rather than part of the core backend execution model. 

Hardware Characteristics 

The production VM operates in a CPU-only configuration, without access to GPU acceleration. The 

system is explicitly designed to perform efficiently under these constraints by: 

• using lightweight embedding models suitable for CPU execution, 

• delegating all large language model inference to external cloud-hosted GPT services, 

• optimising document processing pipelines for parallel CPU execution. 

The VM provides: 

• a multi-core CPU for concurrent container and service execution, 

• sufficient RAM to support parallel document processing, semantic search, and annotation 

workflows, 

• local SSD storage for fast access to documents, embeddings, and metadata, 

• a container runtime environment supporting all deployed services. 

This hardware profile demonstrates that the platform can support intensive annotation and AI-

assisted workflows without requiring high-cost or specialised infrastructure, reinforcing its 

suitability for public-sector and research-oriented deployments. 
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Figure 3: Physical and Technology Architecture of the EU-ALMPO Annotator 

Figure 3: Physical and Technology Architecture of the EU-ALMPO Annotator, a Docker-based 

deployment on a CPU-only virtual machine, illustrates the physical deployment of the EU-ALMPO 

Document Annotation System on a single Virtual Machine, showing the Docker Compose–managed 

services, internal networking, exposed interfaces, and persistent storage volumes. 

 

5.5.2. Frontend Technology Stack 

1.  
 

The frontend layer of the EU-ALMPO Document Annotation System provides the user-facing 

interfaces through which curators and lead curators interact with the platform. It is implemented as 

a web-based application, accessible via standard modern browsers, and requires no client-side 

installation. The frontend is deployed as part of the containerised system and operates in close 

integration with backend services and the human-in-the-loop annotation environment. 

Role-Oriented User Interfaces 

The frontend supports two primary user roles: 

• Curator, responsible for reviewing, correcting, and validating AI-generated annotation 

suggestions; and 

• Lead Curator, responsible for supervising annotation quality, managing datasets, and 

overseeing validation workflows. 

All role-based behaviour is enforced at the backend level through authentication and access control 

mechanisms. The frontend dynamically adapts available views, actions, and navigation elements 

based on role information provided by backend services, while remaining stateless with respect to 

authorisation logic. 

Core Frontend Technologies 

The primary web interface is implemented using a modern Single-Page Application (SPA) technology 

stack, consisting of: 

• React 18, providing a component-based architecture and efficient UI rendering, 
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• TypeScript, enabling type-safe development and reducing runtime errors, 

• Vite, used as the build tool and development server for fast compilation and optimised asset 

delivery, 

• Zustand, employed for lightweight and predictable client-side state management, 

• Tailwind CSS, used for responsive layout, consistent styling, and accessibility-aware design, 

• React Router v6, supporting client-side navigation and deep linking within the application, 

• Lucide Icons, providing a consistent and modern iconography set. 

This technology stack ensures a responsive, maintainable, and extensible user interface capable of 

supporting complex, long-running annotation workflows. 

Deployment and Runtime Integration 

In the current production deployment, the frontend is served from within the Docker-based 

environment running on the Virtual Machine as static assets. Static frontend assets are delivered via 

backend service containers, and all runtime interactions are handled through HTTP-based REST APIs. 

The frontend does not contain domain logic or data processing functionality. Instead, it functions as 

a thin interaction layer, delegating: 

• document retrieval, 

• chunk navigation, 

• annotation submission, 

• taxonomy loading, 

• AI-assisted enrichment requests, 

to backend services through JSON-based API calls. 

Human-in-the-Loop Annotation Interface 

The React-based frontend provides not only dashboards and document management views, but also 

the core human-in-the-loop annotation and validation interface used by curators and lead curators. 

Annotation is performed directly within the custom Annotator UI at the semantic chunk level, 

allowing users to review, correct, and validate AI-generated suggestions in a unified environment. 

The frontend presents structured annotation forms aligned with controlled taxonomies and 

schemas, while all validation logic, persistence, and workflow coordination are handled by backend 

services. 

This integrated approach avoids reliance on external annotation tools, reduces operational 

complexity, and ensures full consistency between annotation workflows, backend processing, and 

persistent storage. 

Communication Model and Security 

All frontend-to-backend communication occurs via: 

• JSON-based REST APIs, 

• standard HTTP transport within the Docker-managed environment, 
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• role-aware authentication enforced by backend services. 

The frontend does not communicate directly with AI services, databases, or file storage. This design: 

• minimises the system’s attack surface, 

• centralises security and access control in the backend, 

• simplifies frontend deployment, maintenance, and evolution. 

Alignment with Deployment Constraints 

The frontend is designed to operate efficiently within the single-VM, CPU-only deployment model, 

avoiding computationally intensive operations on the client side. Rendering performance, state 

management, and API interaction patterns are optimised to support: 

• concurrent users, 

• large document collections, 

• extended annotation sessions. 

This ensures that the frontend remains responsive, stable, and usable even under sustained 

annotation workloads. 

 

5.5.3. Backend Services and API Architecture 

1.  
 

The backend of the EU-ALMPO Document Annotation System constitutes the operational and 

computational core of the platform. It is responsible for transforming unstructured policy documents 

into semantically indexed, machine-readable representations and for supporting AI-assisted 

annotation workflows under human supervision. This section provides a detailed, deployment-aware 

description of the backend architecture, aligned with the current production configuration in which 

the system is deployed as a Docker Compose stack on a single, publicly accessible, CPU-only Virtual 

Machine. 

The backend architecture is explicitly designed to balance three often competing requirements: 

i. modularity and clarity of responsibilities, 

ii. operational simplicity and reproducibility, and 

iii. support for advanced AI-assisted workflows, including Retrieval-Augmented Generation 

(RAG), without reliance on specialised hardware. 

As illustrated in Figure 4, the backend adopts a containerised, service-oriented architecture in which 

core processing capabilities are implemented as independent backend services communicating 

through RESTful APIs over an internal Docker network. External communication is tightly controlled 

and limited to outbound HTTPS calls for Large Language Model (LLM) inference. 
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Figure 4: Backend Microservices and API Architecture 

Figure 4: Backend Microservices and API Architecture provides a deployment-level representation of 

the backend described in this section. It illustrates the separation between user-facing interfaces, core 

backend services, supporting infrastructure, and the controlled external LLM integration boundary, 

all operating within a Docker Compose–managed environment. 

Architectural Style: Containerised, Service-Oriented Backend 

The backend follows a microservices-inspired architectural style, interpreted in a pragmatic and 

deployment-conscious manner. Rather than targeting a distributed, multi-node cloud-native setup, 

the design focuses on logical separation of concerns, independent service evolution, and API-level 

modularity within a single-host environment. 

This architectural choice reflects the nature of the EU-ALMPO processing pipeline, which combines 

heterogeneous tasks with distinct characteristics: 

• I/O-intensive operations (e.g. PDF parsing), 

• CPU-bound semantic processing (e.g. embedding generation), 

• coordination-heavy workflows (e.g. document indexing), 

• externally delegated inference (e.g. LLM-based enrichment). 

Containerisation provides explicit isolation boundaries between these concerns, allowing each 

backend capability to be developed, configured, and evolved independently, while Docker Compose 

ensures coherent orchestration and reproducible deployment. 

All backend services share the following design principles: 
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• Clear responsibility boundaries, with each service implementing a well-defined functional 

role. 

• REST-first integration, using JSON-based APIs to ensure transparency, debuggability, and 

technology-agnostic interaction. 

• Minimal internal state, with persistent data externalised to file-based storage and 

embedded vector storage. 

• Pipeline composition through API calls, enabling flexible reconfiguration of workflows 

without tight coupling. 

• Uniform deployment model, ensuring that all services are executed, monitored, and 

maintained consistently. 

Within this architecture, orchestration is not implemented as a separate workflow engine. Instead, 

orchestration logic is embedded within selected backend services, with the Document Indexing 

Service acting as the primary coordination hub for the processing and annotation pipeline. 

Backend Services (Python / FastAPI, REST) 

The operational backend is centred around a small set of backend services, which together define 

the externally visible processing architecture of the platform, with the Document Indexing Service 

acting as the primary coordination component. These services represent the stable service layer 

through which all document ingestion, semantic preparation, and AI-assisted enrichment workflows 

are executed. 

Each service is deployed as an independent Docker container and exposes RESTful APIs consumed 

by frontend interfaces and by other backend services. 

(1) PDF Processing Service 

Primary responsibility: Structured extraction of textual content from source documents. 

The PDF Processing Service is responsible for ingesting document files and extracting their textual 

content in a form suitable for downstream natural language processing. It encapsulates all PDF-

specific parsing logic, including handling of document structure, page segmentation, and text 

normalisation. 

The outputs of this service consist of extracted text artefacts that are persisted in shared storage 

volumes and subsequently consumed by indexing and semantic processing components. By isolating 

PDF parsing in a dedicated service, the system ensures consistent handling of heterogeneous 

document formats and reduces the complexity of downstream services. 

From an architectural standpoint, this service acts as the entry point of the processing pipeline, 

transforming raw document inputs into structured textual representations. 

(2) Document Indexing Service 

Primary responsibility: Coordination of document-level processing and semantic indexing. 

The Document Indexing Service plays a central orchestration role within the backend. It is responsible 

for managing document chunking strategies, coordinating interactions with embedding generation, 

and maintaining the persistent representation of indexed documents. 

This service acts as the backbone of the backend pipeline by: 
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• receiving processed document content, 

• applying chunking and structural organisation, 

• invoking the Text Embedding Service to generate semantic representations, 

• persisting structured outputs suitable for retrieval and annotation, 

• managing interaction with the vector storage layer. 

By concentrating indexing and coordination logic in a single service, the system ensures that semantic 

consistency, traceability, and reproducibility are preserved across the entire document corpus. 

(3) Text Embedding Service 

Primary responsibility: Generation of dense vector embeddings for textual content. 

The Text Embedding Service computes vector representations for document chunks using 

lightweight, CPU-compatible embedding models. These embeddings form the basis for semantic 

similarity search, retrieval, and contextualisation required by both manual annotation support and 

AI-assisted workflows. 

Embedding generation is isolated in a dedicated service to encapsulate model dependencies and 

computational characteristics. This separation allows embedding models to be updated or replaced 

without affecting orchestration logic or storage mechanisms, while remaining compatible with the 

CPU-only deployment environment. 

The embeddings produced by this service are persisted via the vector storage layer and reused across 

indexing, retrieval, and RAG workflows, avoiding redundant computation. 

(4) LLM Gateway Service 

Primary responsibility: Controlled and auditable access to external Large Language Models. 

The LLM Gateway Service provides a unified and controlled interface for all interactions with external 

LLM providers. It acts as a proxy and routing layer that centralises: 

• configuration of external AI services, 

• credential and API key management, 

• outbound request handling over secure HTTPS connections. 

No other backend service communicates directly with external LLM endpoints. This architectural 

constraint ensures a clear security boundary, simplifies compliance and auditing, and reduces 

operational risk. It also enables future changes in model providers or inference configurations to be 

managed centrally without cascading changes across the backend. 

Internal Processing Logic and Workflow Composition 

In addition to the four core backend services, the backend incorporates a range of internal processing 

components implementing tasks such as text cleaning, preprocessing, schema-aligned metadata 

handling, and RAG-specific logic. 

These components are implemented as internal modules within the core services rather than as 

independently deployable containers. This design choice reflects a deliberate trade-off between 

modularity and operational simplicity: logical separation is preserved at the code and API level, while 

deployment complexity is minimised by avoiding excessive container proliferation. 
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Workflow composition is achieved through explicit API interactions between services, with 

coordination logic primarily residing in the Document Indexing and RAG-related execution paths. 

Supporting Services and External Integration Boundary 

Supporting services provide coordination, observability, and persistence required for reliable 

operation, without implementing core business logic. These services operate alongside the backend 

within the same container orchestration environment. 

A key architectural principle is the strict control of external dependencies. In the deployed 

architecture, outbound communication to external AI services is restricted exclusively to the LLM 

Gateway Service. This ensures that external interactions remain auditable, configurable, and isolated 

from internal processing logic. 

Alignment with Deployment Constraints and Evolution Path 

The backend architecture is explicitly designed to operate efficiently on a single, CPU-only Virtual 

Machine. This is achieved through: 

• lightweight embedding models suitable for CPU execution, 

• delegation of computationally intensive LLM inference to external providers, 

• isolation of resource-intensive tasks into dedicated services, 

• avoidance of persistent in-memory state across services. 

Although the system is currently deployed on a single host, the architecture preserves a clear 

evolution path toward more distributed deployments, should future workload volume or 

concurrency requirements necessitate horizontal scaling. 

 

5.5.4. Data Storage and Persistence Layer 

1.  
 

The Data Storage and Persistence Layer of the EU-ALMPO Document Annotation System is 

responsible for the durable storage, organisation, and lifecycle management of all data artefacts 

produced and consumed throughout the annotation pipeline. In the current production deployment, 

persistence is realised through a combination of Docker-managed named volumes, file-based 

storage, and embedded or service-specific storage components, all operating within a single, CPU-

only Virtual Machine. 

Unlike monolithic database-centric architectures, the EU-ALMPO platform adopts a distributed 

persistence strategy, in which different data types are stored using storage mechanisms that best 

match their structure, access patterns, and lifecycle requirements. This approach improves 

transparency, reproducibility, and maintainability, while avoiding unnecessary coupling between 

heterogeneous data domains. 

Storage Architecture Overview 

From a technical perspective, persistence is deliberately decoupled across functional domains, 

ensuring a clear separation between: 

• document content and intermediate processing artefacts, 

• vector-based semantic representations, and  

• structured AI-assisted annotation outputs (JSON and NDJSON),  
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All persistent data resides locally on the hosting Virtual Machine and is mounted into containers via 

Docker volumes or bind mounts. This ensures durability across container restarts, service updates, 

and system reconfigurations, while preserving full control over data locality and access. 

1. Document and Processing Artefact Storage 

Raw documents and intermediate artefacts generated during the ingestion and preprocessing 

pipeline are stored using file-based persistence mechanisms. This storage layer supports the full 

lifecycle of document processing, from initial ingestion to downstream re-annotation or re-indexing. 

Stored artefacts include: 

• uploaded source documents (primarily PDF files), 

• extracted raw text produced by the PDF processing service, 

• cleaned and normalised textual representations, 

• table-to-text conversion outputs and structural artefacts, 

• semantically chunked document representations used for indexing and annotation. 

These artefacts are stored in directories mounted into relevant backend services (e.g. 

pdf_processing, file_reader, document_indexing) via Docker volumes or bind mounts. File-based 

persistence provides: 

• full transparency of intermediate processing steps, 

• ease of inspection, debugging, and audit, 

• the ability to reprocess documents when extraction logic, taxonomies, or annotation 

strategies evolve, 

• minimal operational overhead compared to database-centric storage for large textual 

artefacts. 

This design is particularly well suited to policy and legal documents, where traceability and 

reproducibility are critical. 

2. Vector Embeddings and Semantic Indexes (ChromaDB) 

Semantic representations of document chunks are stored using ChromaDB, which functions as the 

platform’s embedded vector storage component. In the current deployment, ChromaDB is not 

deployed as a standalone database service. Instead: 

• it operates as an embedded library within the document_indexing service, 

• persistent storage is provided through a Docker-managed named volume (chroma_data) 

mounted into the container. 

This embedded deployment model: 

• avoids the operational complexity of managing a separate vector database service, 

• enables low-latency access to embeddings during similarity search and RAG workflows, 

• aligns with the single-VM, CPU-only deployment constraints of the platform. 

ChromaDB stores: 
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• dense vector embeddings generated by the text_embedding service, 

• metadata attributes used for filtering and retrieval, 

• references linking embeddings to specific document chunks and identifiers. 

Persistence at the volume level ensures that semantic indexes survive container restarts and can be 

reused across annotation sessions. 

3. Annotation Metadata and Structured Outputs 

Validated annotation outputs produced through the AI-assisted and human-in-the-loop workflows 

are stored in structured, file-based formats, primarily using NDJSON (newline-delimited JSON). 

This storage layer includes: 

• chunk-level validated annotations, 

• extracted metadata aligned with controlled taxonomy definitions, 

• explicit null-reason indicators and validation outcomes, 

• provenance and traceability information required for downstream analysis. 

NDJSON is selected to support: 

• efficient streaming and batch processing, 

• incremental loading of large document collections, 

• compatibility with analytical pipelines, observatory components, and external evaluation 

tools. 

These structured files are persisted in mounted storage volumes accessible to backend services 

responsible for knowledge base consolidation, export, and evaluation. This design avoids tight 

coupling between annotation outputs and specific database technologies, facilitating long-term 

reuse and migration. 

Data Integrity and Separation of Concerns 

The overall storage architecture enforces strict separation of concerns, ensuring that: 

• document content, 

• semantic embeddings, 

• AI-generated metadata, and 

• human validated annotation records 

are stored independently, while remaining logically connected through stable identifiers and 

processing workflows. 

This design improves: 

• maintainability and clarity of data ownership, 

• traceability of annotation decisions, 

• reproducibility of results, 
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• the ability to evolve individual subsystems without cross-layer data coupling. 

By combining file-based persistence, embedded vector storage and structured metadata formats, 

the Data Storage and Persistence Layer provides a robust, transparent, and sustainable foundation 

for the EU-ALMPO Document Annotation System within its Docker-based, single-VM deployment 

model. 

 

Figure 5: Data Storage and Persistence Architecture 

Figure 5 presents the data storage and persistence architecture of the EU-ALMPO Document 

Annotation System, as deployed in the current Docker-based, single-VM production environment. The 

figure illustrates the separation of persistent storage concerns across file-based document artefacts, 

embedded vector storage (ChromaDB), and structured annotation outputs. All persistence 

mechanisms rely on Docker-managed volumes to ensure durability across container restarts. 

 

5.5.5. AI Integration and RAG Workflow 

1.  
 

AI-driven functionality constitutes a core component of the EU-ALMPO Document Annotation 

System, enabling scalable, context-aware, and methodologically consistent metadata extraction 

from complex policy and programme documents. In the current production deployment, AI 

capabilities are implemented through a containerised Retrieval-Augmented Generation (RAG) 

architecture, tightly integrated with the Docker-based backend services. 

The AI integration layer combines: 

• local semantic embedding generation, 

• vector-based semantic retrieval, and 

• controlled access to cloud-hosted Large Language Models (LLMs), 

to support curators and lead curators throughout the annotation, validation, and enrichment 

workflow. 

Architectural Positioning of AI Components 



 

59 

 

 

D3.1. A documents annotation IT tool to aid experts in manually annotating documents with comprehensive metadata 

All AI-related components are deployed as Docker containers and operate within the same internal 

Docker network as the backend microservices. AI processing is entirely server-side; no AI logic is 

executed in the frontend applications or within the annotation user interfaces themselves. 

From a technical perspective, the AI integration layer comprises three main backend elements: 

1. embedding and semantic retrieval services, 

2. RAG orchestration services, and 

3. controlled LLM access mediated through the LiteLLM gateway. 

This separation of responsibilities ensures modularity, traceability, and clear control over AI-assisted 

operations. 

1. Local Embedding Generation and Semantic Indexing 

Semantic representation of document content is achieved through local embedding generation, 

implemented as a dedicated containerised backend service (text_embedding). 

Key characteristics of this component include: 

• embeddings computed using Sentence Transformer models (e.g. all-MiniLM-L6-v2), 

• models optimised for efficient execution in a CPU-only environment, 

• embeddings generated for semantically chunked text segments, 

• embedding computation performed both during document indexing and on demand during 

RAG requests. 

The resulting vector representations are stored in ChromaDB, which operates as an embedded 

library within the document_indexing service rather than as a standalone vector database service. 

Persistence is ensured via a Docker-managed named volume, enabling durable storage across 

container restarts while avoiding the operational overhead of an external vector database. 

This design provides low-latency semantic similarity search and supports metadata-aware retrieval 

without increasing infrastructure complexity. 

2. Retrieval-Augmented Generation (RAG) Orchestration 

RAG orchestration logic is implemented as a specialised backend service, integrated with but not 

exposed as part of the core ingestion services.  

When AI-assisted annotation is requested for a specific document chunk, the following sequence of 

steps is executed: 

1. Chunk retrieval – the selected text segment and its associated metadata are loaded from 

persistent storage. 

2. Embedding computation – a vector embedding is computed or retrieved to ensure semantic 

consistency. 

3. Semantic similarity search – ChromaDB is queried to identify semantically related chunks, 

optionally filtered by metadata attributes such as policy domain, intervention type, or target 

group. 

4. Context assembly – the backend constructs a structured RAG prompt that includes: 
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o the current chunk text, 

o representative examples from similar, previously annotated chunks, 

o relevant taxonomy definitions and category descriptions, 

o task-specific formatting and extraction instructions. 

5. LLM invocation – the assembled prompt is forwarded to an external LLM via the LiteLLM 

gateway. 

6. Structured AI response generation – the LLM returns a structured response containing: 

o proposed metadata values, 

o supporting textual evidence where applicable, 

o explicit indicators for missing, non-applicable, or uncertain information. 

7. Human validation – the AI-generated suggestions are presented to curators and lead 

curators within the annotation interface for expert review, correction, and final validation. 

This multi-stage workflow ensures that AI outputs are contextually grounded, taxonomy-aware, and 

fully interpretable by human experts. 

3. LiteLLM Gateway and LLM Integration 

Access to external Large Language Models is mediated through the LiteLLM gateway, deployed as a 

dedicated container (litellm_gateway) within the Docker Compose environment. 

LiteLLM provides: 

• a unified API interface for LLM access, 

• centralised configuration via a mounted config.yaml, 

• request routing, logging, and throttling mechanisms, 

• abstraction over underlying model providers. 

In the current production configuration: 

• all LLM inference is performed using OpenAI GPT-4 / GPT-4o models, 

• outbound requests are issued securely over HTTPS, 

• no local LLM inference is active, 

• no GPU acceleration is required. 

Although the architecture supports optional local LLM execution (e.g. via an Ollama container), this 

capability is intentionally disabled in production to ensure predictable performance, operational 

stability, and efficient use of CPU-only resources. 

4. Resource Efficiency and Deployment Constraints 

The AI integration pipeline is explicitly designed to operate efficiently within a single, CPU-only 

Virtual Machine. Key architectural decisions supporting this constraint include: 

• the use of lightweight embedding models, 
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• embedded vector storage instead of standalone vector database services, 

• stateless design of AI-related backend services, 

• container-level isolation of AI workloads. 

This approach enables intensive AI-assisted annotation and retrieval operations without reliance on 

specialised hardware, while remaining suitable for replication across public-sector and research 

environments. 

5. Architectural Alignment and Traceability 

The AI integration and RAG workflow is tightly aligned with: 

• the backend microservices architecture described in Section 5.5.3, 

• the data storage and persistence model described in Section 5.5.4, 

• and the human-in-the-loop validation process implemented through current annotator UI. 

AI-generated suggestions are never automatically accepted. All outputs require explicit curator 

validation before being incorporated into the EU-ALMPO knowledge base, ensuring traceability of 

decisions, accountability of annotations, and methodological rigor. 

Overall, the AI Integration and RAG Workflow of the EU-ALMPO Document Annotation System 

provides a robust, transparent, and production-ready AI pipeline. By combining local semantic 

processing, vector-based retrieval, and controlled access to cloud-hosted LLMs, the system delivers 

high-quality annotation support while remaining efficient, reproducible, and extensible within its 

Docker-based deployment environment. 

 

Figure 6: AI-Assisted Annotation Flow (RAG with Human Validation) 

Figure 6 illustrates the AI-assisted annotation pipeline, highlighting the interaction between 

embedding services, ChromaDB-based semantic retrieval, RAG orchestration services, the LiteLLM 

gateway, external LLM providers, and the human validation loop. 
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5.5.6. Network and Security Characteristics 

1.  
 

The EU-ALMPO Document Annotation System is deployed using a containerised, single-host network 

architecture designed to support public accessibility while maintaining controlled and well-defined 

access boundaries between user-facing components, backend services, and infrastructure resources. 

Networking and security controls are implemented primarily at the application and container 

orchestration level, in accordance with the system’s current production deployment model. 

Network Architecture and Service Isolation 

All backend services, AI integration components, and supporting infrastructure are deployed as 

Docker containers connected through a dedicated internal Docker network. Service-to-service 

communication occurs exclusively within this internal network using Docker’s built-in service name–

based discovery, without reliance on externally exposed endpoints. 

The network architecture is characterised by: 

• a single externally reachable host (the Virtual Machine), 

• logical isolation of containers through the internal Docker network, 

• explicit and minimal port exposure limited to user-facing services, 

• no direct external exposure of internal storage components, vector stores, or processing 

services. 

This design significantly reduces the system’s external attack surface while preserving flexibility for 

internal service composition, orchestration, and future evolution. 

Public Exposure and Access Boundaries 

The system is publicly accessible and exposes only a limited and well-defined set of endpoints to 

external users, namely: 

• the web-based annotation and management interfaces used by curators and lead curators, 

• selected backend API endpoints required for frontend interaction and workflow 

coordination. 

All remaining components—including document ingestion pipelines, preprocessing services, 

embedding generation, semantic retrieval, vector storage, and monitoring services—remain 

accessible solely within the internal Docker network and are not reachable from the public internet. 

Communication Protocols and Transport Security 

In the current production deployment: 

• internal service-to-service communication uses HTTP-based REST communication within the 

isolated Docker networkork, 

• outbound communication to external AI services (OpenAI GPT endpoints) is performed 

exclusively over HTTPS. 

No inbound connections from external AI providers into the platform are permitted; all AI 

interactions are initiated by backend services within the controlled execution environment. 
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Authentication and Access Control 

Security enforcement is implemented primarily at the application layer rather than at the network 

perimeter. 

Key mechanisms include: 

• role-based access control distinguishing between curators and lead curators, 

• authenticated access to annotation, validation, and supervisory workflows, 

• explicit separation of responsibilities between annotation execution, supervision, and AI 

orchestration. 

Frontend applications do not directly access databases, file systems, or AI services. All privileged 

operations are mediated through backend APIs, ensuring centralised enforcement of access policies 

and consistent security controls across the platform. 

Container Isolation and Runtime Security 

Each functional component of the system executes within its own container, providing: 

• process-level isolation between services, 

• independent dependency and runtime management, 

• reduced blast radius in the event of service failure or misconfiguration. 

Persistent data is stored using Docker-managed volumes, ensuring data durability across container 

restarts while maintaining a clear separation between runtime execution environments and 

persistent storage. 

Outbound AI Traffic and Credential Management 

All outbound AI requests are routed through the LiteLLM gateway, which acts as a controlled 

integration point for Large Language Model access. The gateway centralises: 

• API key management, 

• request routing and throttling, 

• abstraction over LLM providers and model configurations. 

No AI credentials are exposed to frontend clients. All AI interactions originate from backend services 

operating within the internal Docker network and are subject to the platform’s access and 

configuration controls. 

Security Scope and Operational Context 

The current network and security configuration reflects the system’s role as a research- and policy-

support platform rather than a mass public consumer service. It prioritises: 

• transparency of system operation, 

• controlled access for expert users, 

• architectural clarity and reproducibility, 

• ease of deployment and replication across consortium environments. 
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The design deliberately avoids unnecessary infrastructure complexity while remaining compatible 

with more advanced security measures—such as TLS termination, reverse proxies, or network-level 

access controls—should these be required in later operational phases. 

The network and security characteristics of the EU-ALMPO Document Annotation System provide a 

balanced and pragmatic foundation for public accessibility and expert-driven annotation workflows. 

By combining container-level isolation, application-layer access control, and controlled outbound AI 

communication, the platform achieves an appropriate level of security for its current production 

context while remaining adaptable to future enhancements. 

 

5.5.7. Hardware Environment 

1.  
 

The EU-ALMPO Document Annotation System operates on a single, dedicated Virtual Machine (VM), 

which provides the complete computational, storage, and networking environment for all system 

components. This VM constitutes the physical execution layer underpinning the containerised 

deployment described in the preceding sections and hosts all user-facing services, backend 

microservices, AI integration components, and persistence storage components. 

The hardware configuration has been deliberately selected to support resource-efficient, CPU-based 

operation, ensuring that the platform can be deployed and operated reliably without dependence 

on specialised or high-cost infrastructure. 

Compute Resources 

The VM is provisioned with a multi-core CPU, enabling: 

• parallel execution of containerised services, 

• concurrent annotation sessions by multiple curators and lead curators, 

• execution of document processing pipelines (parsing, cleaning, chunking, and indexing), 

• orchestration of AI-assisted workflows and backend API interactions. 

All system components—including backend APIs, microservices, vector search operations, and 

orchestration logic—are explicitly designed to operate efficiently in a CPU-only environment. No GPU 

acceleration is required for production operation, as all large language model inference is delegated 

to external cloud-hosted services. 

Memory (RAM) 

The VM provides sufficient system memory (RAM) to support: 

• simultaneous execution of multiple Docker containers, 

• limited in-memory caching and lightweight coordination mechanisms, 

• semantic retrieval and embedding handling operations, 

• responsive user interaction during long annotation and validation sessions. 

The system architecture avoids reliance on persistent in-memory state, ensuring stable operation 

under moderate memory pressure and facilitating predictable runtime performance. 
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Storage Subsystem 

Persistent storage is provided through VM-attached, SSD-backed storage, which is mounted into 

Docker containers via managed volumes. This storage subsystem is used for: 

• raw and processed document files (PDFs and extracted text), 

• intermediate artefacts generated during preprocessing and indexing, 

• vector embeddings and metadata stored by the embedded vector storage component, 

• validated annotation outputs and structured metadata exports, 

• configuration files and operational data required by supporting services. 

SSD-backed storage ensures low-latency access to documents and embeddings, which is essential for 

interactive annotation workflows and efficient semantic retrieval. 

Container Runtime Support 

The hardware environment supports a Docker-compatible container runtime, enabling all system 

components to execute in isolated containers while sharing the underlying VM resources. This 

provides: 

• efficient utilisation of available compute and memory resources, 

• controlled isolation between services, 

• simplified deployment, update, and maintenance procedures, 

• consistent behaviour across development, testing, and production environments. 

Network and I/O Capabilities 

The VM provides standard network and I/O capabilities sufficient to support: 

• public access to the web-based annotation and management interfaces, 

• internal service-to-service communication over the Docker network, 

• outbound HTTPS communication to external AI services. 

No specialised networking hardware, accelerators, or high-throughput interconnects are required 

for normal operation. 

Hardware Design Rationale 

The selected hardware environment reflects a deliberate architectural choice: 

• to minimise infrastructure and operational costs, 

• to reduce deployment and maintenance complexity, 

• to enable replication of the system across consortium partners, 

• and to demonstrate that advanced AI-assisted annotation workflows can be supported 

without high-end hardware. 

By relying on CPU-based execution and cloud-hosted large language models, the system achieves 

scalability primarily through architectural design rather than raw hardware capacity. 
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Minimum Hardware Requirements 

Based on the current production deployment and observed operational behaviour, the EU-ALMPO 

Document Annotation System has been designed to operate reliably on modest server resources. 

The minimum recommended hardware configuration for deployment in a production or pilot 

environment is as follows: 

• CPU: 4 virtual CPU cores (x86_64 architecture), supporting concurrent container execution, 

document preprocessing, semantic indexing, and multiple active curator sessions. 

• Memory (RAM): 16 GB RAM, required to ensure smooth execution of containerised services, 

semantic retrieval operations, and interactive annotation workflows. 

• Storage: 100 GB SSD-backed storage (minimum), used for document files, embeddings, 

metadata, annotation outputs, container volumes, and operational logs. SSD storage is 

strongly recommended to ensure low-latency access. 

• GPU: Not required. All AI inference is performed via external cloud-based LLM services, and 

local processing components are optimised for CPU-only execution. 

• Operating System: Linux-based operating system (e.g. Ubuntu Server LTS) with Docker and 

Docker Compose support. 

• Network Connectivity: Stable internet connectivity with outbound HTTPS access, required 

for communication with external LLM APIs and public user access to the annotation 

interfaces. 

Design Considerations and Scalability 

These minimum requirements reflect a conscious architectural choice to ensure that the system: 

• can be deployed on standard cloud VMs or institutional infrastructure, 

• avoids dependence on GPUs or specialised accelerators, 

• remains cost-efficient for long-term operation, 

• supports replication across consortium partners and future pilot sites. 

While the current deployment operates on a single VM, the architecture allows for vertical scaling 

(additional CPU and RAM) or horizontal scaling (additional nodes) should document volumes or user 

concurrency increase. Such scaling, however, is not required for standard operation. 

The hardware environment of the EU-ALMPO Document Annotation System provides a robust yet 

economical foundation for its containerised, microservice-oriented architecture. The single CPU-only 

VM—equipped with multi-core processing, adequate memory, and SSD-backed storage—fully 

supports the system’s current production workload while leaving clear pathways for future scaling 

or cloud-native evolution if required. 

The following subsection provides an execution-oriented view of the architecture described in 

Sections 5.4 and 5.5. 
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5.6. End-to-End Automated Annotation Pipeline 

6.    
 

Beyond its modular service structure, the Document Annotation IT Tool operates as a multi-level 

processing pipeline that transforms raw documents into structured metadata through a sequence 

of automated and human-supervised steps. The sequence of automated processing steps is 

illustrated in Figure 7, which presents the end-to-end flow from the initial PDF input to the enriched 

NDJSON output. Each stage in the pipeline is executed under the control of the Backend API, with 

individual microservices responsible for specific processing tasks. These stages are executed in a 

controlled workflow orchestrated by the Backend API, with each microservice performing a clearly 

defined role. 

 

Figure 7: The automatic ingestion and annotation pipeline 

This process is detailed below. 

5.6.1. Step 1: Ingestion and Pre-processing 

6.  
 

The first stage of the automatic annotation pipeline transforms a raw PDF document into a clean, 

semantically interpretable textual representation. This is essential because ALMP policy documents 

typically contain complex layouts, embedded tables, headers and footers, and formatting 

inconsistencies that hinder automated processing. As illustrated in Figure 7: The automatic ingestion 

and annotation pipeline, Step 1 integrates three distinct actions: Text Extraction & Cleaning, Table-

to-Text Conversion, and Pre-Chunking Normalisation. All sub-steps are orchestrated by the Backend 

API and executed by the Document Indexing Service. 

Text Extraction & Cleaning 

The pipeline begins with converting the uploaded PDF into raw text. This is the foundation upon 

which all subsequent semantic processing relies. 

PDF-to-Text Extraction 

A specialised text extraction engine processes the PDF to recover the underlying text content while 

accommodating the wide variety of document formats used in ALMP evaluation literature (multi-

column layouts, embedded graphics, scanned pages, and structured forms). 

Text Cleaning and Normalisation 

The extracted text is then systematically cleaned to ensure accuracy and consistency. This includes: 

• removing repeated headers, footers, and pagination; 

• fixing ligature and encoding artefacts; 

• eliminating irregular line breaks and spacing; 

• standardising paragraph boundaries; 

• removing invisible or malformed characters. 

The result is a clean and continuous text stream, suitable for higher-level semantic processing. 
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Table-to-Text Conversion 

A major innovation of the EU-ALMPO annotation pipeline is the automatic transformation of tabular 

information into natural language. Many ALMP evaluation reports present core evidence—

outcomes, estimates, effect sizes, and comparisons—primarily in tables. In their native format, such 

tables cannot be reliably interpreted by Large Language Models. 

The system therefore performs the following tasks: 

Automatic Table Detection 

The extraction engine identifies table structures embedded within the PDF. 

Structured Table Interpretation 

Detected tables are parsed into row-column structures to recover the underlying quantitative 

information. 

Natural-Language Rendering 

The content of each table is automatically converted into an LLM-friendly textual summary. For 

example: 

“A table shows that in 2020, the employment rate for the training group was 45%, compared to 30% 

for the control group.” 

This ensures that statistical evidence is preserved, interpreted, and made available for annotation by 

the LLM. 

Pre-Chunking Normalisation 

Before semantic chunking can occur, the cleaned text and the generated table summaries must be 

merged and normalised into a unified textual representation. This stage: 

• consolidates text extracted from multiple PDF elements (body text, tables, footnotes where 

appropriate); 

• ensures consistent formatting and paragraph structuring; 

• prepares the document for segmentation into semantically coherent units. 

This step produces the fully normalised document text that serves as the input to Step 2: Semantic 

Chunking. 

 

5.6.2 Step 2: Semantic Chunking 

5.  
 

Once the document has been fully pre-processed—cleaned text extracted, tables converted to 

natural language, and content normalised—the next stage in the pipeline is Semantic Chunking. This 

step is essential because the annotation process operates at the chunk level, requiring the text to be 

segmented into coherent units that represent distinct, meaningful ideas. The Automatic Annotation 

Service performs this operation under the orchestration of the Backend API. 

Limitations of Naïve Chunking 

Many document processing workflows divide text into fixed-size segments (e.g., 300–500 tokens). 

While simple, these methods frequently: 



 

69 

 

 

D3.1. A documents annotation IT tool to aid experts in manually annotating documents with comprehensive metadata 

• split a single conceptual idea across multiple chunks, 

• combine unrelated paragraphs or topics, 

• produce segments that are too small or too large for accurate LLM processing, 

• distort the logical flow of policy descriptions or evaluation findings. 

Given the complexity of ALMP documents—often combining narrative, methodological explanations, 

context-setting remarks, and empirical evaluation results—fixed-size chunking is insufficient. 

Semantic Boundary Detection 

To address this, the EU-ALMPO annotation pipeline uses semantic chunking, a method that identifies 

natural breakpoints in the document based on changes in meaning, structure, or topic. Semantic 

boundaries are detected using: 

• linguistic and paragraph-level cues, 

• shifts in thematic or conceptual focus, 

• section headers or enumerated lists, 

• transitions between narrative text, methodological content, and results, 

• markers commonly found in evaluation reports (e.g., “the results indicate…”, “the 

methodology used…”). 

This ensures each chunk represents a self-contained statement or argument that a human expert 

would naturally recognise as a discrete unit of meaning. 

Characteristics of High-Quality Chunks 

Each resulting chunk produced by the pipeline contains: 

• a complete and coherent idea, 

• a logically consistent narrative segment, 

• any associated numerical or table-derived evidence already expressed in natural language, 

• sufficient textual context for the LLM to perform accurate classification and metadata 

extraction. 

Examples of well-formed chunks include: 

• a methodological explanation (e.g., regression modelling, matching procedures), 

• a definition or description of a policy intervention, 

• a results paragraph describing impacts, 

• a context-setting narrative segment related to labour market conditions, 

• a table-derived finding about treatment and control groups. 

Output of Step 2 

The final output of this phase is a list of semantic chunks, each tagged with a unique chunk identifier 

(chunk_id) and ready to be sent to the LLM for annotation. These chunks form the input to Step 3: 

AI Annotation (gpt-4o). 
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5.6.3 Step 3: AI Annotation (gpt-4o and Chain-of-Thought Reasoning) 

1.  
 

Following semantic chunking, each chunk is submitted to the AI Annotation module, implemented 

through the Annotation Manager Service and powered by the Azure OpenAI gpt-4o language model. 

This step corresponds to the “AI Annotation (gpt-4o)” stage in Figure 7: The automatic ingestion and 

annotation pipeline and is illustrated in greater detail in Figure 8: AI Annotation and Chain-of-

Thought (CoT) Process, which depicts how each chunk is processed using Chain-of-Thought (CoT) 

reasoning to produce structured metadata. 

The objective of this step is to transform each semantic chunk into a structured JSON object 

containing Level 2 metadata—such as the policy intervention being described, the target 

populations, methodological details, or evaluation results—along with the verbatim textual evidence 

supporting each extracted field. 

A Purpose-Built Annotation Prompt 

To ensure accuracy, consistency, and verifiability, the system uses a highly structured system prompt 

that: 

• defines the model’s persona as an expert in European Active Labour Market Policies 

(ALMPs); 

• restricts the model strictly to the content of the provided chunk, forbidding external 

knowledge; 

• enforces step-by-step reasoning before decisions are made; 

• requires outputs to follow a predefined schema aligned with the project’s taxonomy; 

• obliges the inclusion of verbatim supporting quotes for every extracted metadata field. 

This prompt design is essential for producing traceable and auditable annotations suitable for expert 

validation. 

Chain-of-Thought (CoT) Reasoning 

A key innovation in this pipeline is the requirement that the model perform Chain-of-Thought (CoT) 

reasoning before producing its final structured output. The prompt explicitly instructs the model to: 

1. Locate the relevant evidence in the text, 

2. Extract a verbatim quote, 

3. Interpret the meaning of the information, and 

4. Assign the correct metadata label using controlled vocabulary. 

For example, to determine an evaluation_outcome, the model must first identify a textual statement 

describing an effect, then assess whether this represents a positive, negative, null, or mixed impact. 

CoT reasoning significantly improves annotation reliability, reduces model hallucination, and 

supports the human validation workflow described in Section 6. 

Verbatim Evidence for Every Metadata Field 

For each extracted value, the model must also produce: 
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• a verbatim_quote, 

• a quote_location if applicable, and 

• a reasoning trace showing how the decision was derived. 

This ensures transparency and allows annotators to quickly validate the correctness of AI-generated 

metadata. 

Handling Missing Information 

When the chunk lacks information relevant to a specific metadata field, the model is explicitly 

forbidden from guessing. Instead, it must output: 

• null for the field, and 

• a null_reason explaining why the information is absent 

(e.g., “The chunk describes programme design but does not report any evaluation results.”) 

This prevents contamination of the knowledge base with fabricated content. 

 

Figure 8: AI Annotation and Chain-of-Thought (CoT) Process 

Figure 4 illustrates how each semantic chunk is passed to the gpt-4o model, which applies Chain-of-

Thought reasoning and outputs structured metadata in JSON/NDJSON format. 

Output of Step 3 

The final output of this stage is a structured JSON object for every chunk, containing: 

• extracted metadata fields, 

• verbatim supporting quotes, 

• CoT-derived reasoning traces, 

• null reasons where necessary, 

• and technical metadata (taxonomy version, model version, timestamps). 

These JSON objects are streamed into an NDJSON file, one object per line, forming the input to Step 

4: Enriched NDJSON Output. 
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5.6.4 Step 4: Enriched NDJSON Output 

2.  
 

After the Large Language Model completes the annotation of each semantic chunk, the resulting 

structured metadata must be consolidated into a machine-readable format suitable for downstream 

expert validation and integration into the ALMP Knowledge Base. This final step of the automatic 

pipeline produces an enriched NDJSON (newline-delimited JSON) file, where each line corresponds 

to the annotation of a single chunk. 

This step corresponds to the “Enriched NDJSON Output” stage in Figure 7. 

Structured Output for Each Chunk 

For every chunk processed in Step 3, the LLM returns a structured JSON object containing: 

• extracted Level 2 metadata fields (e.g., policy_intervention, target_group, 

evaluation_method, outcomes); 

• verbatim_quote supporting each metadata field; 

• null_reason explanations when relevant information is absent; 

• reasoning traces generated through Chain-of-Thought (CoT); 

• technical metadata (taxonomy version, model version, timestamps); 

• identifiers linking the annotation to both the doc_id and chunk_id. 

This structured format ensures traceability, reproducibility, and compliance with data quality 

requirements. 

NDJSON Formatting 

To support scalability and efficient loading into databases and validation tools, the system writes 

each JSON object as one line per chunk in a .ndjson file. NDJSON is a streaming-friendly format that 

enables: 

• incremental processing of large documents; 

• easy ingestion into database systems and data pipelines; 

• compatibility with both Python and JavaScript-based tools; 

• versioned storage and reproducibility. 

The pipeline writes this JSON object as a single line in an **.ndjson (newlinedelimited JSON)** file. 

This format is highly efficient for streaming and bulk-loading into databases. A full example of this 

data format is in Appendix C. 

The resulting enriched NDJSON file represents the complete automated annotation of the document. 

Integration with the Human Validation Workflow 

Although NDJSON output completes the automated component of the annotation pipeline, the 

enriched file is not considered final until it is reviewed by a curator or lead curator (expert 

annotators). In the next stage of the workflow—described in Section 6—the NDJSON file is imported 

into the Human Evaluation and Correction Editor, where domain experts review, correct, and 

approve the metadata extracted by the LLM. 
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This hybrid design ensures that the pipeline combines: 

• the speed and scalability of AI-based annotation, with 

• the reliability and discipline of expert-led verification. 

Output of Step 4 

The primary output of this step is a complete, enriched NDJSON file that contains: 

• chunk-level metadata enriched with CoT reasoning and verbatim citations, 

• technical metadata linking outputs to models and taxonomies, 

• structurally consistent entries ready for validation and storage in the ALMP Knowledge Base. 

This file serves as the authoritative artefact connecting the automatic annotation pipeline with the 

expert validation system. 
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6. The Annotation IT Tool Functions - Human Evaluation and Correction Editor UI  

 
 

The Human Evaluation and Correction Editor is the core expert-facing component of the Annotator 

system. While the automatic annotation pipeline (described in Section 5.4 and 5.5) produces 

structured suggestions based on semantic chunking, embeddings, and RAG-based AI enrichment, 

final validation always remains the responsibility of human experts. 

This “human-in-the-loop” model ensures quality, reliability, and explainability—key requirements for 

building a trusted, expert-curated ALMP knowledge base. 

The present chapter introduces the functions, workflows, and interfaces of the Editor. A detailed, 

step-by-step User Manual is provided in Annex F. 

6.1 Editor Design Principles 

6.    
 

The Human Evaluation and Correction Editor is built around four core design principles that reflect 

both usability requirements and the methodological needs of expert annotation: 

1. Expert-in-Charge (Curators and Lead Curators) 

AI suggestions are never automatically accepted. Every annotation—whether generated or enriched 

by the RAG pipeline—requires explicit human approval. Experts retain full authority over the dataset. 

2. Efficiency and Cognitive Flow 

The interface is optimized for long annotation sessions. Design choices minimize context switching, 

scrolling, or multi-screen navigation, enabling experts to move through hundreds of chunks in a 

single session with minimal friction. 

3. Verifiability and Transparency 

Every AI-generated label is paired with: 

• the exact text chunk it refers to, 

• verbatim quotes supporting the suggestion (when available), 

• metadata indicating uncertainty or missing information. 

4. Taxonomy Awareness and Consistency 

All forms and dropdowns in the Editor dynamically reflect the active taxonomy assigned to a 

document. This guarantees consistent annotation across documents and enables re-annotation 

using updated taxonomies in future project phases. 

 

6.2 Functional Overview and Expert Annotation Workflow 

7.    
 

The Editor supports the complete lifecycle of human validation, from document selection to final 

approval and export. Figure 9: Expert-in-the-loop validation workflow provides a high-level view of 

the workflow. 
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Figure 9: Expert-in-the-loop validation workflow 

The expert workflow typically proceeds through the following stages: 

1. Selecting a document using the management dashboard. 

2. Reviewing its processing status to ensure automatic enrichment is complete. 

3. Launching the annotation interface to begin validating each semantic chunk. 

4. Reviewing and correcting AI suggestions, with the ability to override or refine metadata. 

5. Committing validated annotations to the knowledge base. 

6. Browsing final results through the read-only viewer. 

Each interface supporting these steps is described in the following subsections. 

 

6.2.1 Document Management Dashboard 

2.  
 

The Document Management Dashboard serves as the entry point for expert users. It provides 

visibility into the repository of indexed documents and their processing states. 

Primary functions include: 

• Document Upload: Experts can upload new documents (PDF or text-based formats) for 

indexing and annotation. 

• Processing Status Monitoring: Each document is assigned a status such as Pending, 

Processing, Chunked, Enriched, or Ready for Validation. These states reflect the progress of 

the automatic pipeline. 

• Taxonomy Assignment: For advanced use cases, users may assign a specific taxonomy to a 

document prior to annotation. 

• Launching the Editor: Once a document reaches Enriched, the annotation process can begin. 
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Figure 10: Document Management Dashboard 

This interface allows experts to upload documents, monitor processing status, assign taxonomies 

and launch the Human Editor for validation. 

 

6.2.2 Chunk Annotation Interface 

3.  
 

The Chunk Annotation Interface is the central workspace for expert validation. It is designed as a 

split-screen view: 

Left Panel: Chunk Text 

• Displays the original semantic chunk extracted during preprocessing. 

• Highlights are supported for showing verbatim quotes used by the AI model (when 

applicable). 

Right Panel: AI-Suggested Metadata 

The form includes: 

• Proposed values for each taxonomy category, 

• Dropdowns populated with taxonomy terms, 

• Textboxes for free-form explanations or clarifications, 

• A confidence selector (e.g., High, Medium, Low). 

Expert Actions 

Users can: 

• Confirm AI suggestions, 

• Correct any metadata field, 

• Provide rationale for decisions, 

• Navigate using Next Chunk / Previous Chunk controls, 
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• Save validated annotations. 

Once saved, the validated metadata is integrated into the dataset and becomes available for 

downstream processes. 

 

Figure 11: Chunk Annotation Interface 

The expert editor displays the semantic text chunk on the left and the AI-generated structured 

suggestion on the right. Experts review, correct and validate all AI-proposed metadata before it is 

saved to the Knowledge Base. 

 

6.3 Advanced Feature: The Taxonomy Builder 

8.    
 

The Annotator includes a powerful Taxonomy Builder, allowing administrators and advanced users 

to design, modify, and version annotation schemes. 

Key capabilities: 

• Create New Taxonomies: Build a taxonomy from scratch using a visual interface. 

• Define Categories and Field Types: Including enumerations, multi-select categories, numeric 

fields, or composite (faceted) fields. 

• Manage a Library of Taxonomies: Browse all available taxonomies (e.g., ALMP Taxonomy 

v3.0, Skills Mismatch Taxonomy v1.2). Each version can be assigned to documents 

independently. 

• Integrate with the RAG Workflow: Updated or newly created taxonomies automatically feed 

into the annotation process, enriching the metadata extraction capabilities of the system. 
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Figure 12: Taxonomy Builder Interface 
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7. Methodology for Tool Evaluation 

8.  
 

This chapter describes the methodology adopted to evaluate the EU-ALMPO Document Annotation 

IT Tool. The evaluation was explicitly designed as a human-in-the-loop expert review process, 

reflecting the intended operational use of the tool as a decision-support system rather than an 

autonomous annotation engine. 

Instead of assessing the system against a blind human ground truth, the evaluation focuses on how 

effectively the tool supports expert judgement through AI-generated annotation suggestions, 

structured presentation of metadata, and facilities for validation, correction, and refinement. The 

methodology therefore emphasises expert engagement, interpretability of AI outputs, and the 

capacity of the system to surface policy-relevant information in a form suitable for expert curation. 

Based on this approach, the evaluation methodology is formalised as a human evaluation framework 

that captures how domain experts interact with, refine, and validate AI-generated annotations at 

semantic chunk level. 

 

7.1. Evaluation Design and Scope 

9.    
 

The primary objective of the evaluation is to assess the appropriateness, consistency, and usability 

of the AI-generated annotations produced by the EU-ALMPO Annotator when reviewed by domain 

experts. 

Specifically, the evaluation aims to examine: 

• the degree to which AI-generated annotations align with expert understanding of ALMP-

related content, 

• the extent to which AI suggestions provide a useful starting point for expert validation and 

refinement, 

• the clarity and consistency of taxonomy-based classifications as applied by the system, and 

• the types of corrections, refinements, and clarifications introduced by experts during review. 

The evaluation is conducted at the level of semantic chunks, which constitute the fundamental unit 

of annotation within the platform. Each chunk is treated as an independent unit of expert review, 

enabling fine-grained analysis of AI-assisted annotation behaviour across heterogeneous document 

content. 

Two consortium partners, IRS and GDAŃSK TECH, participated in the evaluation. Each partner 

selected three documents from their national ALMP document collections developed in WP1, 

resulting in a total of six evaluation documents. The selected documents were representative of the 

types of materials targeted by the EU-ALMPO platform, including policy descriptions, programme 

documentation, and evaluation or analytical reports. 

 

7.2. Evaluation Dimensions and Indicators 

   
 

Given the human-in-the-loop nature of the evaluation, traditional accuracy-based metrics are not 

used as the primary indicators of performance. Instead, evaluation focuses on expert interaction 

outcomes, combining structured comparison signals with qualitative expert feedback. 
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At chunk level, expert responses to AI-generated annotations are categorised along the following 

dimensions: 

• Acceptance: AI-generated annotations are considered appropriate and require no or minimal 

modification. 

• Refinement: AI-generated annotations capture relevant concepts but require increased 

specificity, reclassification, or contextual adjustment. 

• Disagreement: AI-generated annotations are considered inappropriate, misleading, or 

unsupported by the chunk content. 

• No annotation applicable: The chunk does not contain extractable information relevant to 

the taxonomy, and AI restraint is considered appropriate. 

In addition to these chunk-level categories, evaluation considers field-level behaviour, including: 

• systematic patterns of under-specification or conservative extraction, 

• ambiguity between closely related taxonomy categories, 

• inconsistencies in entity typing, and 

• expert-identified gaps or limitations in the taxonomy itself. 

Qualitative expert comments are treated as a primary evaluation artefact, providing insight into 

expert reasoning, perceived system behaviour, and opportunities for methodological and technical 

improvement. 

Together, these dimensions define a structured human evaluation framework for AI-assisted 

annotation. The framework captures both outcome-oriented signals (acceptance, refinement, 

disagreement) and process-oriented insights derived from expert comments, enabling systematic 

analysis of how AI-generated annotations support expert judgement across different annotation 

fields. 

 

7.3. Experimental Setup 

10.    
 

The experimental setup was designed to mirror the real-world use of the Annotator within the EU-

ALMPO platform, where experts interact directly with AI-generated annotation suggestions and 

exercise full control over validation outcomes. 

Evaluation Materials 

The evaluation involved a set of ALMP-related documents selected by consortium partners IRS and 

GDAŃSK TECH from national collections developed in WP1. The selected documents represent 

typical materials targeted by the platform, including policy documents, programme descriptions, 

analytical reports, and evaluation studies. 

Each document was processed using the EU-ALMPO Annotator under its standard configuration. The 

system generated semantic chunks and corresponding AI-assisted annotations aligned with the 

active project taxonomy. These annotations were made available to experts through the annotation 

interface, enabling direct inspection and critique. 

Expert Review Process 

Domain experts from IRS and GDAŃSK TECH reviewed the AI-generated annotations at chunk level. 

Rather than producing annotations from scratch, experts engaged in validation, correction, and 

refinement of the system’s suggestions. Expert feedback was recorded primarily through structured 
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qualitative comments, with optional modification of structured fields depending on document and 

evaluation context. 

This review-oriented process reflects the intended role of experts within the platform, where AI 

supports, but does not replace, expert judgement. 

For this activity, expert evaluators worked with a structured, spreadsheet-based annotation 

instrument aligned with the project taxonomy and operating at the semantic chunk level. Each row 

corresponds to a single semantic unit and is identified through the fields as shown in the following 

table 

Table 3: Human Evaluation Instrument  

Category Fields 

Chunk Information chunk_id, chunk_text 

Policy classification attributes almp_instrument, almp_subtype 

Target group characteristics target_gender, target_age, target_labour_status, target_skills, 
target_other 

Delivery characteristics delivery_mode, delivery_channel 

Evaluation-related information evaluation_design 

Observed outcomes and 
impacts 

outcomes_positive, outcomes_negative, effect_direction, 
effect_strength, effect_horizon 

Contextual information geography, content_type 

Free text comment evaluator_comment 

 

The instrument was explicitly designed to support expert judgement in a human-in-the-loop review 

process, enabling systematic validation and refinement of AI-generated annotations while ensuring 

transparency, consistency, and analytical traceability across all annotated dimensions. 

Evaluation Workflow 

The evaluation was conducted through a staged workflow designed to reflect the intended human 

in the loop use of the EU ALMPO Annotator, where AI generated annotations support, but do not 

replace, expert judgement. 

• First, all evaluation documents were processed by the Annotator, producing semantic chunks 

and corresponding AI assisted annotation suggestions based on the active project taxonomy. 

• Second, domain experts reviewed the AI generated annotations at the semantic chunk level 

through the annotation interface. Experts examined the proposed classifications, assessed 

their appropriateness, and provided validation, correction, or refinement through structured 

feedback and qualitative comments, rather than producing annotations from scratch. 

• Third, expert feedback and AI generated annotations were aligned at document and chunk 

level, enabling systematic analysis of acceptance, refinement, and disagreement patterns 

across structured fields and expert comments. 

This evaluation workflow reflects realistic expert interaction with AI assisted annotation systems and 

supports transparent assessment of how effectively the tool facilitates expert driven curation of 

policy relevant knowledge. 
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7.4. Participant Recruitment and Training 

11.    
 

The evaluation involved expert researchers and analysts already participating in the EU-ALMPO 

project through IRS and GDAŃSK TECH. No external participant recruitment was conducted. 

All participants: 

• possessed domain knowledge in labour market policies, 

• were familiar with ALMP concepts and taxonomy structures, 

• had prior experience with policy analysis and annotation tasks. 

Prior to the evaluation, a dedicated training workshop was organised for participating experts. The 

workshop, delivered by the development team, covered: 

• the objectives and scope of the evaluation, 

• the concept of semantic chunking, 

• interpretation of taxonomy categories, and 

• correct use of the annotation instrument. 

This preparation ensured a shared understanding of the evaluation task and reduced procedural 

variability across partners. 

 

7.5. Methodological Limitations 

12.    
 

The evaluation methodology has certain limitations that should be acknowledged: 

• The number of evaluated documents is limited, reflecting the exploratory nature of the 

validation phase. 

• The evaluation relies primarily on qualitative and expert-driven analysis rather than large-

scale quantitative metrics. 

The evaluation methodology is intentionally aligned with the human-in-the-loop design philosophy 

of the EU-ALMPO Annotator. As such, it does not aim to establish an objective ground truth 

independent of expert interaction, nor does it seek to measure autonomous extraction accuracy. 

Instead, the methodology evaluates the system’s effectiveness as a decision-support tool for expert-

driven knowledge curation. Results should therefore be interpreted in terms of expert engagement 

quality, interpretability of AI outputs, and the system’s capacity to structure complex policy 

information in a form suitable for expert validation. 

The findings presented in subsequent chapters reflect this scope and are intended to inform iterative 

refinement of annotation logic, taxonomy design, and user interaction workflows. 

 

7.6. Human Evaluation Methodology Framework 

13.    
 

The evaluation methodology described in this chapter can be formalised as a human evaluation 

framework specifically designed for AI assisted policy annotation systems operating in a human in 

the loop setting. The framework is grounded in the actual interaction of domain experts with AI 
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generated annotation suggestions produced by the EU ALMPO Annotator and reflects the intended 

role of the tool as a decision support system rather than an autonomous annotation engine. 

The framework does not rely on a predefined human ground truth against which AI outputs are 

compared. Instead, it captures how experts assess, refine, contextualise, and validate AI generated 

annotations at semantic chunk level, treating expert judgement as an integral component of the 

evaluation process. This approach enables systematic assessment of the system’s practical utility, 

interpretability, and alignment with expert workflows. 

Framework structure and evaluation logic 

The human evaluation framework is structured around a set of interrelated dimensions that link 

evaluation units, expert actions, and interpretative criteria. These dimensions are summarised in 

Table Y. 

Table 4: Human Evaluation Methodology Framework for AI Assisted Annotation 

Framework 

dimension 

Evaluation unit or 

signal 

Expert action captured Interpretation in 

evaluation 

Unit of 

evaluation 

Semantic chunk Review of AI generated 

annotation suggestions 

per chunk 

Enables fine grained 

analysis of AI assisted 

annotation behaviour 

across heterogeneous 

policy content 

Outcome 

category 

Acceptance, 

Refinement, 

Disagreement, No 

annotation applicable 

Validation, correction, 

enrichment, or 

confirmation of 

appropriate AI restraint 

Distinguishes 

immediately usable AI 

outputs from cases 

requiring expert 

judgement 

Type of expert 

intervention 

Structured field edits 

and qualitative 

evaluator comments 

Specification, 

reclassification, 

contextualisation, 

qualification, completion 

Characterises the nature 

of human contribution 

beyond binary 

correctness 

Field level 

behaviour 

Individual annotation 

fields, e.g. delivery 

mode, effect 

strength, geography 

Systematic refinement 

patterns observed across 

chunks and documents 

Identifies annotation 

dimensions where expert 

judgement is structurally 

required 

Interpretability 

and 

conservatism 

Presence or absence 

of over specification 

Explicit marking of 

uncertainty or non 

applicability by experts 

Assesses whether AI 

outputs avoid 

unsupported assertions 

Human in the 

loop 

effectiveness 

Combined structured 

modifications and 

expert comments 

Expert driven 

completion and 

validation of annotations 

Evaluates the system’s 

effectiveness as a 

decision support tool 
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Interpretation of refinement within the framework 

Within this framework, refinement is not interpreted as an error signal. Instead, refinement is 

treated as a core indicator of effective human in the loop interaction, reflecting the system’s ability 

to surface relevant concepts while deliberately deferring fine grained classification, contextual 

interpretation, and evaluative judgement to domain experts. 

Acceptance indicates cases where AI generated annotations are immediately usable or require only 

minimal adjustment. Refinement captures situations in which AI suggestions provide a correct 

conceptual starting point but require expert enrichment to achieve the level of specificity and 

interpretability required for policy analysis. Disagreement reflects instances where AI outputs are 

considered inappropriate or unsupported by the source content. The category no annotation 

applicable captures expert confirmation that the absence of annotation is appropriate and reflects 

conservative system behaviour. 

Application of the framework in empirical evaluation 

The framework defined in this section is applied in the empirical evaluation presented in Chapter 8. 

There, quantitative refinement frequencies are combined with qualitative analysis of evaluator 

comments to characterise expert interaction with AI generated annotations across annotation fields 

and document types. 

By linking evaluation outcomes to specific types of expert intervention and field level behaviour, the 

framework enables interpretation of evaluation results in terms of division of labour between AI and 

human expertise, rather than in terms of autonomous extraction accuracy. This approach supports 

transparent assessment of the EU ALMPO Annotator as a human centred, interpretable, and policy 

aware annotation system. 

 

8. Results and Discussion 

9.  
 

This chapter reports the results of the evaluation of the EU-ALMPO Document Annotation IT Tool, 

focusing on expert interaction with AI-generated annotation suggestions within a human-in-the-

loop validation process. In accordance with the evaluation methodology described in Chapter 7 and 

the human evaluation framework formalised in Section 7.6, results are analysed at the level of 

semantic chunks and interpreted as indicators of expert-supported annotation quality rather than 

autonomous extraction accuracy. 

The analysis does not rely on a predefined human ground truth. Instead, it examines how domain 

experts: 

• reviewed AI-generated annotations, 

• introduced targeted refinements, and 

• validated or qualified system outputs 

during real annotation tasks. 

Throughout this chapter, refinement is treated as an evaluation signal reflecting expert judgement, 

conceptual ambiguity, or taxonomy boundary cases, rather than as an isolated system error. 
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8.1. Dataset Annotation Results 

14.    
 

This section presents evaluation results at semantic chunk level, combining quantitative refinement 

frequencies with qualitative evidence from evaluator comments. 

Evaluation coverage and scope 

• Evaluation unit: semantic chunk 

• Total chunks evaluated: 60 

• Expert engagement: 100% of chunks received expert feedback 

No semantic chunk was left without expert interaction, confirming the systematic integration of 

human validation in the annotation workflow. 

Expert refinement and enrichment requirements 

Across the evaluated chunks, AI-generated annotations frequently required expert refinement to 

meet the standards of precision, contextualisation, and interpretability required for policy analysis 

and knowledge base construction. 

Key observations: 

• AI-generated annotations were rarely discarded. 

• Experts consistently built upon AI suggestions rather than replacing them. 

• Refinements primarily involved qualification and enrichment, not correction. 

This behaviour indicates a conservative AI annotation strategy, where the system prioritises concept 

surfacing and structural alignment while deferring policy interpretation and evaluative judgement to 

experts. 

Field-level refinement patterns 

Field-level analysis reveals systematic variation in refinement requirements across annotation 

dimensions. Table 5: Field-level refinement frequency and concrete expert refinement actions 

summarises refinement frequencies and the corresponding expert intervention types, following 

the human evaluation framework defined in Section 7.6. 

Table 5: Field-level refinement frequency and concrete expert refinement actions 

Annotation 

field 

Refinement 

required  

(n = 60) 

Concrete expert refinement actions observed 

Delivery 

mode 

44 (73.3%) Explicit specification of delivery as training, counselling, wage 

subsidy, or mixed intervention, resolution of ambiguities where 

delivery mode is implied but not stated, consolidation of multiple 

modes into a single composite classification 

Delivery 

channel 

41 (68.3%) Identification of physical, digital, or hybrid delivery channels, 

correction of generic “institutional” labels, addition of channels 

inferred from implementation context 

ALMP 

subtype 

34 (56.7%) Reassignment from broad ALMP categories to more precise 

subtypes, resolution of overlaps between activation, skills 
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development, and incentive-based measures, alignment with 

policy-specific subtype definitions 

Effect 

direction 

36 (60.0%) Revision from assumed positive effects to mixed or context-

dependent effects, explicit marking of uncertain direction where 

empirical evidence is not provided, separation of intended versus 

observed effects 

Effect 

strength 

39 (65.0%) Adjustment of strength levels from strong to moderate or weak, 

explicit indication of limited or indirect evidence, differentiation 

of effect strength across target groups 

Effect 

horizon 

36 (60.0%) Clarification of short-term versus medium-term impacts, marking 

of undefined temporal horizons when not supported by the text, 

differentiation of horizons across outcome types 

Geography 30 (50.0%) Refinement from national to regional or local scope, assignment 

of appropriate NUTS level where applicable, distinction between 

implementation geography and target population geography 

Positive 

outcomes 

36 (60.0%) Expansion of outcome descriptions beyond generic employment 

effects, separation of outputs from longer-term outcomes, 

explicit linkage of outcomes to beneficiary groups or policy 

objectives 

 

Key patterns observed: 

• Delivery-related fields (delivery mode, delivery channel) show the highest refinement 

frequencies, reflecting the need for expert interpretation of implementation mechanisms that 

are often implicit in policy documents. 

• Effect-related fields (direction, strength, horizon) consistently require expert qualification, 

particularly in cases of limited or indirect empirical evidence. 

• Policy classification and geographic scope exhibit moderate but stable refinement needs, 

mainly associated with increased specificity and taxonomy alignment. 

Interpretation of refinement behaviour 

Within the evaluation framework (Section 7.6), the observed refinement patterns correspond 

predominantly to the following expert intervention types: 

• Specification of under-defined attributes, 

• Contextualisation of policy-relevant information, 

• Qualification through uncertainty or moderation. 

Cases of AI over-specification are negligible. Evaluator comments consistently confirm that the 

system avoids unsupported assertions and preserves expert control over final annotation decisions. 

Overall, the results demonstrate that the EU-ALMPO Annotator provides a usable and reliable 

baseline for expert-driven annotation, effectively supporting structured interpretation at semantic 

chunk level. 
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8.2. Systematic Refinement Themes Identified by Experts 

15.    
 

Beyond field-level refinement frequencies, qualitative analysis of evaluator comments reveals a set 

of recurring refinement themes that cut across datasets and document types. These themes capture 

systematic patterns in how experts interacted with, adjusted, and qualified AI-generated annotation 

suggestions, providing insight into the strengths and current limitations of the annotation logic and 

taxonomy design. 

Rather than reporting isolated observations, the analysis consolidates expert feedback into a finite 

set of recurrent refinement themes, each reflecting a distinct type of expert reasoning applied 

consistently across semantic chunks. The identified themes are summarised in Table 6: Systematic 

Refinement Themes Identified by Expert Evaluators, together with their typical characteristics and 

implications for annotation behaviour. 

Table 6: Systematic Refinement Themes Identified by Expert Evaluators 

Refinement theme Description of expert refinement 

behaviour 

Typical implication for 

annotation logic or 

taxonomy 

Boundary refinement 

between policy, 

programme, and 

measure 

Reclassification of AI-generated 

annotations to align concepts with the 

appropriate level of abstraction, 

distinguishing strategic policies, 

programmes, and implementation 

measures 

Need for clearer 

taxonomy definitions 

and assignment 

guidelines for 

intervention levels 

Reinterpretation of 

metrics and 

quantitative 

expressions 

Contextualisation or exclusion of numerical 

values initially interpreted as metrics 

without sufficient semantic grounding 

Requirement for 

semantic role-based 

handling of quantitative 

information 

Entity typing and 

functional role 

clarification 

Differentiation between named 

organisations, generic actor categories, 

institutions, datasets, platforms, and 

service delivery channels 

Need for more granular 

entity typing and explicit 

role modelling 

Contextual concepts 

versus interventions 

Reclassification of trends, scenarios, 

events, or background conditions as 

contextual factors rather than intervention 

types 

Explicit modelling of 

contextual elements 

separate from policy 

actions 

Granularity and chunk-

level interpretability 

Reduction of classification specificity or 

explicit marking of uncertainty when 

semantic chunks provide partial or implicit 

information 

Support for uncertainty-

aware and evidence-

aligned annotation 

Cross-chunk consistency 

considerations 

Harmonisation of similar annotations 

across related chunks within the same 

document 

Mechanisms for 

consistency support 

across document-level 

annotations 
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The refinement themes presented in Table 6 demonstrate that expert intervention is not random or 

ad hoc, but follows stable and interpretable patterns. Experts consistently focus on resolving 

conceptual boundaries, improving semantic grounding, and aligning annotation granularity with 

available evidence. 

These findings complement the field-level refinement patterns reported in Section 8.1 by explaining 

why refinements occur and how expert judgement is applied in practice. Collectively, they reinforce 

the interpretation of refinement as an essential component of effective human-in-the-loop 

annotation, rather than as a failure of automated extraction. 

 

8.3. Implications for Taxonomy Design and Annotation Logic 

16.    
 

Based on the evaluation framework and observed refinement patterns, the following actionable 

implications emerge: 

1. Clarify boundaries between policies, programmes, and measures through improved 

definitions and assignment guidelines. 

2. Refine handling of quantitative information by prioritising semantic role over numeric 

presence. 

3. Enhance entity typing and role differentiation to avoid conceptual conflation. 

4. Model contextual factors explicitly and separately from intervention categories. 

5. Support appropriate granularity and consistency, including partial or uncertain 

classifications. 

These implications directly inform future refinement of taxonomy structure and annotation logic. 

8.4 Human-in-the-Loop Effectiveness and Expert Usability 

17.    
 

The evaluation confirms that the EU-ALMPO Annotator effectively supports a human-in-the-loop 

annotation workflow. 

Observed usability characteristics: 

• Experts consistently engage with AI-generated suggestions. 

• AI outputs reduce cognitive load by providing structured starting points. 

• Semantic chunking enables focused, context-aware review. 

• Full expert control over validation is preserved. 

The prevalence of refinement-oriented interaction, combined with the near absence of outright 

rejection, demonstrates that the system produces interpretable and policy-relevant suggestions 

while appropriately deferring authority to domain experts. 

Overall, the evaluation confirms that the EU-ALMPO Annotator fulfils its intended role as a decision-

support system, enabling scalable annotation workflows while maintaining expert authority, 

interpretability, and methodological robustness. 
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9. Limitations and Challenges 

10.  
 

The design, deployment, and evaluation of the EU-ALMPO Document Annotation IT Tool revealed a 

set of limitations and challenges that reflect both the intrinsic complexity of ALMP-related 

documents and the deliberate architectural choice to adopt a human-in-the-loop annotation 

paradigm. These challenges should not be interpreted as shortcomings of the approach, but rather 

as structural constraints and design trade-offs inherent in policy-oriented AI-assisted annotation 

systems. 

To improve clarity and analytical coherence, the identified limitations are grouped into thematic 

categories and summarised in Table 7. This structured presentation highlights recurring technical, 

methodological, and operational challenges observed across the annotation pipeline. 

Overview of limitations and challenges 

Table 7: Limitations and Challenges Identified During Design, Deployment, and Evaluation 

Challenge 

category 

Limitation or challenge Description and implications 

Taxonomy and 

conceptual 

modelling 

Implementing 

taxonomies across 

heterogeneous 

documents 

ALMP documents vary widely in scope, abstraction 

level, and analytical intent, limiting the 

effectiveness of a single, uniform taxonomy 

without loss of precision 

Hybrid and evolving 

taxonomies 

Combining intervention-oriented categories with 

contextual and analytical dimensions introduces 

challenges related to versioning, backward 

compatibility, and re-annotation 

Absence of a fixed 

ground truth 

Expert judgement is inherently contextual and 

evolves over time, requiring continuous evaluation 

rather than static validation 

AI and 

annotation 

pipeline 
 

Semantic chunking Balancing chunk granularity and contextual 

completeness remains challenging and directly 

affects classification reliability 

Prompt engineering and 

LLM behaviour 

Small changes in prompt design can significantly 

influence extraction behaviour, requiring iterative 

tuning and stability monitoring 

Explainability of AI-

assisted annotations 

Experts may require clearer indications of why 

specific annotations are proposed, particularly in 

ambiguous cases 

Data quality and 

ingestion 

OCR quality in scanned 

documents 

OCR noise affects text quality, chunking accuracy, 

and downstream annotation reliability in legacy or 

scanned documents 

Table ingestion and 

structured content 

Policy-relevant information is often embedded in 

tables, which are not fully captured by text-centric 

ingestion pipelines 
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Figure ingestion and 

non-textual content 

Charts, diagrams, and visual artefacts contain 

analytical information that is currently not 

systematically processed 

System 

integration 

Annotator as foundation 

for the ALMP Wizard 

Annotation outputs must support downstream 

reasoning and recommendation workflows, 

increasing requirements for consistency and 

interpretability 

Human-in-the-

loop operation 

User interface 

limitations 

Navigation efficiency, cross-chunk visibility, and 

comparison of annotations require further 

refinement for expert users 

User roles and 

responsibility separation 

Coordinating curator and lead curator roles 

introduces organisational and technical challenges 

as the platform scales 

 

Interpretation of identified challenges 

Several challenges stem from conceptual and taxonomic complexity inherent in ALMP analysis. The 

diversity of document types and analytical perspectives makes rigid classification difficult, reinforcing 

the need for flexible and evolving taxonomies supported by expert oversight. 

Other limitations are associated with the AI-assisted annotation pipeline, particularly semantic 

chunking, prompt sensitivity, and explainability. These issues affect how reliably AI-generated 

suggestions align with expert expectations, especially in cases where policy documents are implicit, 

ambiguous, or analytically dense. 

Data-related challenges, including OCR quality, table ingestion, and figure processing, highlight the 

limitations of text-centric approaches when applied to real-world policy documents. Addressing 

these challenges will be essential for improving coverage and analytical completeness in future 

iterations. 

Finally, several challenges relate to system integration and human-in-the-loop operation. As the 

Annotator serves as a foundational component for the broader ALMP Wizard, annotation outputs 

must satisfy downstream requirements for reasoning and recommendation. At the same time, 

maintaining effective role separation and usability for expert users remains critical for sustainable 

operation. 

The limitations and challenges identified in this chapter do not undermine the evaluation results 

presented in Chapters 7 and 8. Instead, they contextualise system behaviour and inform a clear 

roadmap for future refinement. The EU-ALMPO Annotator is intentionally designed as a decision-

support tool, where AI-generated annotations facilitate expert judgement rather than replace it. 

Addressing the challenges outlined above will further strengthen the platform’s robustness, 

interpretability, and scalability, while preserving its core human-in-the-loop design principles. 
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10. Conclusion and Future Work 

11.  
 

This deliverable has presented the design, implementation, and evaluation of the EU-ALMPO 

Document Annotation IT Tool, a human-in-the-loop system for structured extraction and curation of 

ALMP-related information from heterogeneous policy documents. The results demonstrate that the 

Annotator effectively supports expert-driven annotation workflows by providing structured, 

interpretable AI-generated suggestions that stimulate expert judgement, refinement, and validation. 

Through systematic expert evaluation, the platform has been shown to function as a decision-

support tool rather than an autonomous annotation engine. Expert interaction patterns confirm that 

AI-generated annotations provide a meaningful starting point for analysis, while final authority and 

interpretative responsibility remain firmly with human experts. The evaluation has also highlighted 

concrete directions for improving taxonomy design, annotation logic, and usability, reinforcing the 

iterative and evolutionary nature of the system. 

Building on these findings, several avenues for future work emerge, aimed at enhancing flexibility, 

scalability, and analytical depth of the platform. 

 

10.1 A Hierarchical Taxonomy Model 

18.    
 

The annotation scheme described in this deliverable represents a robust "flat" taxonomy, where 

every document chunk is analyzed against the same set of categories. While highly effective, a key 

area for future work is the development of a dynamic, tree-like taxonomy model. 

This advanced approach, as shown in Figure 13, would first classify a document or chunk at a high 

level (e.g., "Policy Evaluation," "Academic Research," "Legislative Text"). Based on this classification, 

the system would then dynamically load a specific "subtree" of questions and labels relevant only to 

that document type. For example: 

• A chunk identified as a "Policy Evaluation" would be queried for methods, outcome_indicators, 

and evaluation_outcomes. 

• A chunk identified as "Legislative Text" would be queried for funding_source, policy_scale, and 

actors, but not for evaluation_outcomes. 

This context-aware system would reduce the burden on human annotators (by hiding irrelevant 

fields) and decrease the risk of AI "hallucination" (by not asking questions that the text cannot 

answer). This hierarchical model represents a significant evolution of the platform, moving from a 

static annotation tool to a truly intelligent, adaptive knowledge engineering system. 

 

Figure 13: Conceptual diagram of a future hierarchical taxonomy model 
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10.2 Integration of the Annotator with the ALMP Wizard 

19.    
 

A key direction for future work concerns the systematic integration of the Annotator with the ALMP 

Wizard, positioning the annotated document corpus as a core knowledge asset for policy design and 

decision support. 

The structured annotations produced by the Annotator, including intervention characteristics, target 

groups, delivery mechanisms, contextual factors, and evaluative dimensions, form a rich, machine-

interpretable knowledge base. This knowledge base can be leveraged by the ALMP Wizard to support 

the design, comparison, and adaptation of Active Labour Market Policies. 

In this integrated setup, the ALMP Wizard would consume validated annotations to enable 

functionality such as: 

• identification of policy patterns and design configurations observed in existing ALMPs, 

• comparison of interventions across contexts, target groups, and implementation modalities, 

• evidence-informed exploration of policy design options based on documented outcomes and 

contextual conditions, 

• support for scenario-based reasoning and policy tailoring. 

The Annotator thus acts as the foundational knowledge extraction layer of the ALMP Wizard. While 

the Annotator focuses on transforming unstructured documents into structured, expert-validated 

data, the Wizard builds on this data to provide higher-level reasoning, synthesis, and decision-

support capabilities. 

This separation of concerns ensures methodological robustness and scalability. It allows the 

annotation logic and taxonomy to evolve independently, while enabling the ALMP Wizard to operate 

on an increasingly rich and consistent evidence base. Future work will focus on strengthening this 

integration, refining data interfaces, and ensuring that expert-validated annotations directly inform 

policy design workflows within the ALMP Wizard. 
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APPENDIX A : Annotation Taxonomy 

 
 

This taxonomy is applied by the AI to each semantic chunk of text. Its purpose is to extract the core 

elements of a policy, its target audience, and its evaluated success, along with the evidence to 

support these claims. 

Table 8: Policy Intervention Taxonomy 

Category Purpose (Why we extract this) Examples of Values 

policy_intervention To identify the specific ALMP being 
discussed (e.g., training, subsidies). 

• Training 
• Employment Incentives 
• Start-up Support 
• Direct Job Creation 
• PES Services 

target_groups To identify the specific population 
the policy was designed for. 

• Youth (15-24) 
• Long-term unemployed 
• Low-skilled workers 
• Migrants 
• Persons with 

disabilities 

policy_scale To understand the scope of the 
policy’s implementation. 

• National 
• Regional 
• Local 
• Pilot Program 

 

Table 9: Evidence and Evaluation Taxonomy 

Category Purpose (Why we extract this) Examples of Values 

evaluation_outcomes To capture the *results* of the 
policy evaluation. This is a 
"faceted" category with two parts. 

• Direction: Positive, 
Negative, Mixed, No 
significant effect 

• Significance: 
Statistically significant, 
Not statistically 
significant 

methods To understand the *quality* of the 
evidence by identifying the 
research method used. 

• Randomized 
Controlled Trial (RCT) 

• Regression Analysis 
• Difference-in-

Differences 
• Qualitative Interviews 
• Case Study 
• Literature Review 
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outcome_indicators To specify *what* was measured to 
determine the outcome. 

• Employment rate 
• Re-employment 

duration 
• Wages / Earnings 
• Program cost 

 

Table 10: Contextual and Factual Taxonomy 

Category Purpose (Why we extract this) Examples of Values 

geographical_scope To identify the country or region 
the text is analyzing. This is a free-
text field. 

• "Germany" 
• "the OECD countries" 
• "Flanders (Belgium)" 

funding_source To identify how the policy was 
financed. 

• European Social Fund 
(ESF) 

• National budget 
• Public-Private 

Partnership 

actors To identify the organizations 
responsible for implementing the 
policy. 

• Public Employment 
Service (PES) 

• Ministry of Labour 
• Third-party provider 

named_entities To capture the official names of 
specific policies or institutions for 
cross-referencing. 

• "Hartz IV" 
• "Garanzia Giovani 

(Italy)" 

verbatim_quote (Mandatory for all fields) To 
provide the exact text snippet that 
justifies the assigned label. This is 
the core mechanism for human 
validation. 

"The program led to a 
statistically significant 5% 
increase in employment 
for the target group." 
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APPENDIX B : AI Annotation System Prompt 

 
 

The following text is the complete "system prompt" used to instruct the gpt-4o model. This prompt 

defines the AI’s "persona," its rules, its step-by-step reasoning process (Chain-of-Thought), and the 

exact output format it must follow.  

[SYSTEM PROMPT] 

You are a world-class expert researcher in European Active Labour Market 

Policies (ALMPs). 

Your task is to meticulously analyze a given chunk of text from a policy 

document, academic paper, or report. 

You must extract structured metadata based *ONLY* on the provided text 

chunk. 

Do not use any external knowledge. If the information is not in the text, 

you must state that. 

## CORE TASK: 

You will populate a JSON object based on the taxonomy provided below. 

For EVERY field you populate, you MUST provide a ’verbatim_quote’ field 

with the exact text snippet (max 150 chars) that proves your extraction is 

correct. 

If you cannot find information for a field, or if the text is not 

relevant, you MUST output ’null’ for that field and provide a 

’null_reason’. 

## TAXONOMY AND EXTRACTION RULES: 

1. **policy_intervention**: 

* Description: The specific ALMP instrument or category being 

discussed. 

* Type: List[String]* Allowed Values: [ 

"Training", "Employment Incentives", "Start-up Support", 

"Direct Job Creation", "Supported Employment", "PES Services", 

"Labor Market Regulation", "Activation Measures", "Other" 

] 

* **Chain-of-Thought (CoT):** 

1. Scan the text for keywords related to ALMPs (e.g., "training", 

"subsidy", "job search"). 

2. Map these keywords to the allowed values. 

3. If a policy is mentioned but doesn’t fit, use "Other". 

4. Extract the ’verbatim_quote’ that mentions this policy. 

5. If no policy is mentioned, set to null with ’null_reason’. 
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2. **target_groups**: 

* Description: The specific demographic or social group the policy is 

aimed at. 

* Type: List[String]* Allowed Values: [ 

"Youth (15-24)", "Young Adults (25-34)", "Adults (35-49)", 

"Older workers (50+)", "Long-term unemployed", "Low-skilled workers", 

"Migrants / Refugees", "Persons with disabilities", "Women", "General 

unemployed" 

] 

* **CoT:** 

1. Scan the text for mentions of populations (e.g., "youth", "LTU", 

"disabled") 

. 

2. Map them to the allowed values. 

3. Extract the ’verbatim_quote’. 

4. If not specified, set to null. 

3. **evaluation_outcomes**: 

* Description: The reported results of the policy evaluation. 

* Type: Object (Faceted) 

* Fields: 

* ‘direction‘: [ "Positive", "Negative", "Mixed", "No significant 

effect" ] 

* ‘significance‘: [ "Statistically significant", "Not statistically 

significant 

", "Not specified" ] 

* **CoT:** 

1. First, determine if the text is an EVALUATION. If not, set to null 

with ’ null_reason: "Text is descriptive, not evaluative."’. 

2. If it is an evaluation, look for outcome language (e.g., "positive 

impact","no effect", "results were mixed"). 

3. Determine the ’direction’. 

4. Look for statistical language (e.g., "p < 0.05", "significant"). 

5. Determine the ’significance’. 

6. Extract the ’verbatim_quote’ that summarizes the main finding. 

4. **methods**: 

* Description: The research methodology used in the evaluation. 
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* Type: List[String]* Allowed Values: [ 

"Randomized Controlled Trial (RCT)", "Regression Analysis", 

"Difference-in-Differences", "Propensity Score Matching (PSM)", 

"Case Study", "Qualitative Interviews", "Literature Review", "Survey" 

] 

* **CoT:** 

1. Scan for methodological terms (e.g., "RCT", "interviews", 

"regression"). 

2. Map to allowed values. 

3. Extract ’verbatim_quote’. 

4. If no method is mentioned (e.g., it’s a policy description), set to 

null. 

5. **geographical_scope**: 

* Description: The country or region the text is focused on. 

* Type: String (Free-text, normalized) 

* **CoT:** 

1. Identify the primary country/region (e.g., "Germany", "Flanders", 

"OECD"). 

2. Normalize the name. 

3. Extract ’verbatim_quote’. 

4. If not specified, set to null. 

6. **named_entities**: 

* Description: Any specific, official names of policies, institutions, 

or programs. 

* Type: List[String] 

* **CoT:** 

1. Look for proper nouns or acronyms (e.t., "Hartz IV", "PES", "ESF"). 

2. Extract them as a list. 

3. Extract ’verbatim_quote’ for one of them. 

4. If none, set to null. 

## OUTPUT FORMAT (Strict JSON): 

You must respond with a single, valid JSON object. Do not include markdown 

or any text outside the JSON. 

{ 

"policy_intervention": { 

"values": ["Training"], 



 

98 

 

 

D3.1. A documents annotation IT tool to aid experts in manually annotating documents with comprehensive metadata 

"verbatim_quote": "This paper evaluates a vocational training program..." 

}, 

"target_groups": { 

"values": ["Long-term unemployed"], 

"verbatim_quote": "...for the long-term unemployed." 

}, 

"evaluation_outcomes": { 

"direction": "Positive","significance": "Statistically significant", 

"verbatim_quote": "We find a positive and significant effect on 

employment." 

}, 

"methods": { 

"values": ["Regression Analysis"], 

"verbatim_quote": "Our results are based on regression analysis..." 

}, 

"geographical_scope": { 

"value": "Germany", 

"verbatim_quote": "...in the German labor market." 

}, 

"named_entities": { 

"values": ["Hartz IV"], 

"verbatim_quote": "This reform, known as Hartz IV..." 

} 

} 

## NULL VALUE EXAMPLE: 

If a text chunk is just a title or abstract without evaluative content: 

{ 

"policy_intervention": { 

"values": ["Training"], 

"verbatim_quote": "A study of training programs." 

}, 

"target_groups": { 

"values": null, 

"null_reason": "Target group is not specified in this chunk." 
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}, 

"evaluation_outcomes": { 

"values": null, 

"null_reason": "This text is descriptive (abstract), not evaluative." 

}, 

"methods": { 

"values": null, 

"null_reason": "Methodology is not described in this chunk." 

}, ... 

} 

Now, analyze the following text chunk: 

Listing 1: System Prompt for gpt-4o 
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APPENDIX C: Enriched NDJSON Data Format 

 
 

The final output of the automatic annotation pipeline is a newline-delimited JSON (ndjson) file. In 

this format, each line is a complete, self-contained JSON object representing a single text chunk. This 

format is highly efficient for data streaming and ingestion into modern databases. 

C.1 Example of a Single Line (One Chunk) 

20.    
 

Below is an example of what one line in the ndjson file looks like. It contains the core document 

IDs, the chunk text itself, and the enrichment_data object, which is the JSON output from the AI 

annotator (as defined in Appendix B). 

{ 

"chunk_id": "a8f3b-c4d5-e6f7-g8h9-i0j1k2l3m4n5", 

"doc_id": "doc_irs_policy_evaluation_2023.pdf", 

"kb_id": "kb_almp_corpus_v1", 

"source_chunk_hash": "sha256:...", 

"model_id": "gpt-4o-azure", 

"created_at": "2025-11-10T09:30:00Z", 

"taxonomy_id": "almp_taxonomy_v1.2", 

"enrichment_data": { 

"policy_intervention": { 

"values": ["Employment Incentives"], 

"verbatim_quote": "This evaluation focuses on a wage subsidy program..." 

}, 

"target_groups": { 

"values": ["Low-skilled workers", "Youth (15-24)"], 

"verbatim_quote": "...targeted at low-skilled youth." 

}, 

"evaluation_outcomes": { 

"direction": "Mixed", 

"significance": "Statistically significant", 

"verbatim_quote": "While employment duration saw a significant increase, 

we found no effect on wages." 

}, 

"methods": { 

"values": ["Propensity Score Matching (PSM)"], 

"verbatim_quote": "...using Propensity Score Matching (PSM) to construct a 

control group." 
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}, 

"geographical_scope": { 

"value": "Spain", 

"verbatim_quote": "...data from the Spanish labor market." 

}, 

"named_entities": { 

"values": ["Garant a Juvenil"], 

"verbatim_quote": "...part of the ’Garant a Juvenil’ initiative." 

}, 

"policy_scale": { 

"values": ["National"], 

"verbatim_quote": "a national program" 

}, 

"funding_source": { 

"values": ["European Social Fund (ESF)"], 

"verbatim_quote": "...co-financed by the ESF." 

}, 

"actors": { 

"values": ["Public Employment Service (PES)"], 

"verbatim_quote": "...was administered by the national PES." 

} 

}, 

"chunk_text": "This evaluation focuses on a wage subsidy program targeted 

at lowskilled youth in the Spanish labor market, known as ’Garant a 

Juvenil’. The program was co-financed by the ESF and administered by the 

national PES. Using Propensity Score Matching (PSM) to construct a control 

group, we analyze the outcomes. While employment duration saw a 

significant increase, we found no effect on wages. These mixed results 

suggest..." 

} 
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APPENDIX D: List of Annotated Documents and Correspondence NDJSON Files 

 
 

This appendix provides an overview of the documents that were annotated within the EU-ALMPO 

project and used in the evaluation activities reported in Chapters 7 and 8. The appendix aims to 

ensure transparency and traceability between source documents and the structured annotation 

outputs generated by the EU-ALMPO Document Annotation IT Tool. 

Two separate tables are provided, corresponding to the two consortium partners that contributed 

annotated document collections, IRS (40 documents) and GDAŃSK TECH (147 documents). Each table 

lists the documents analysed by the respective partner using a common set of descriptive columns, 

ensuring consistency across datasets and facilitating comparative inspection. 

The columns included in both tables are as follows: 

• No: Sequential identifier used for reference purposes within the table 

• Title: Title of the document or study 

• Author(s): Authoring organisation(s) or individual authors, where available 

• Year: Year of publication 

• Country / Coverage: Country or geographical scope addressed by the document 

• Intervention Type: High-level classification of the intervention or analytical focus of the 

document 
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Table 11: List of annotated documents contributed by IRS 

No Title Author(s)s Year Country / Coverage Intervention Type 

1 
AI ADOPTION IN THE PUBLIC 
SECTOR: A CASE STUDY 

LAURA NURSKI 2023 
Europe / Belgium 
(Flanders) 

AI system implementation (AI-assisted 
question answering, using NLP); 
Organizational change and process 
redesign; Acquisition of subsidy support 
mechanisms. 

2 
Going beyond the AI Act: Time for a 
more holistic approach across 
Europe? 

Tommaso Grossi, Giulia Torchio, and 
Auriane Técourt 

2024 Europe 

Policy recommendations focusing on a 
holistic approach across Europe. 
Increased investment (funding, R&D). 
Regulatory action (expanding DMA 
scope, reviewing AI regulation). Skills and 
education investment. 

3 ASPIRE PROGRAM CLASSIFICATION    

Classification scheme encompassing: 
Social Insurance (Contributory pensions, 
other social insurance); Labor Market 
(Active LM programs, Passive LM 
programs); Social Assistance (Cash 
transfers, Food/in-kind transfers, Public 
works, Pensions, Fee waivers); and 
Private Transfers. 

4 
Social Protection and Jobs 
Responses to COVID-19: A Real-
Time Review of Country Measures 

Ugo Gentilini, Mohamed Almenfi, 
Hrishikesh TMM Iyengar, Yuko Okamura, 
John Austin Downes, Pamela Dale, 
Michael Weber, David Newhouse, 
Claudia Rodriguez Alas, Mareeha 
Kamran, Ingrid Veronica Mujica, Maria 
Belen Fontenez, Muhammad Ezzat, 
Sandra Asieduah, Vikesh Ramesh 
Mahboobani Martinez, Gonzalo Javier 
Reyes Hartley, Gustavo Demarco, 
Miglena Abels, Usama Zafar, Emilio Raul 
Urteaga, Giorgia Valleriani, Jimmy 
Vulembera Muhindo and Sheraz Aziz 

2022 
Global / 
International (223 
economies) 

Comprehensive coverage of Social 
Protection and Jobs responses, including: 
Social Assistance (Cash transfers, In-kind 
transfers, Utility waivers, Public works); 
Social Insurance (Paid sick support, 
Unemployment benefits, Social security 
contributions, Pensions, Healthcare 
insurance support); and Labor Market 
programs (Wage subsidies, 
Training/Activation, Labor regulations, 
Shorter work time arrangements). 
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5 
“Who does what” for active labour 
market policies: A zoom on the role 
of subnational governments 

Anna Rubin 2023 OECD Countries 

Policy analysis and comparative mapping 
of institutional arrangements for Active 
Labour Market Policies (ALMPs). ALMPs 
themselves include job brokering, job 
search assistance, training, direct job 
creation, and start-up incentives. 

6 
Evidence from global practices of 
active labour market policies for 
young people’s transition to work 

Nicolò Bird, International Policy Centre 
for Inclusive Growth (IPC-IG) 

2020 Global 

Active Labour Market Policies (ALMPs), 
categorized as: Training programmes 
(Institutional/Workplace VET); Private 
sector incentives (Wage subsidies); 
Services and sanctions (Job search 
assistance, Counselling); and Public 
sector incentives (Public Works 
Programmes); Entrepreneurial skills 
training. 

7 
Skill Shortages and Skill Mismatch 
in Europe: A Review of the 
Literature 

Giorgio Brunello; Patricia Wruuck 2019 Europe 

Policy Analysis / Review of literature 
concerning interventions such as 
training, incentives, and 
structural/institutional reforms (e.g., 
removal of labour market regulations, 
housing policies) that address skill 
imbalances,,. 

8 
ACTIVE LABOUR MARKET POLICY 
EVALUATIONS: A META-ANALYSIS 

David Card, Jochen Kluve and Andrea 
Weber 

2010 
International / 
Europe 

Evaluation of existing Active Labour 
Market Policies (ALMPs), categorized 
primarily into Training programs, Job 
search assistance (JSA), Subsidized 
Private Sector Employment, and 
Subsidized Public Sector Employment 
programs. 

9 
Next generation skills intelligence 
for more learning and better 
matching 

Cedefop 2023 
Europe / EU 
Member States, 
Norway, Iceland 

Skills anticipation and intelligence 
strategies; Skills governance frameworks; 
Policy design recommendations 
concerning VET curriculum and 
investment,,; Methods analyzed include 
skills forecasts, foresight, tracer studies, 
and big data/AI analysis. 
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10 
Mapping the landscape of online 
job vacancies Background report: 
Italy 

Emilio Colombo 2018 Italy 

Analysis of online job vacancies (OJVs) as 
a source of real-time Labour Market 
Information (LMI); Investigation of 
methodologies and data sources for LMI 
(e.g., Wollybi, Excelsior); Review of 
legal/regulatory frameworks pertaining 
to job advertising. 

11 
Comparative Social Policy Analysis 
and Active Labour Market Policy: 
Putting Quality before Quantity 

Jochen Clasen, Daniel Clegg, Alexander 
Goerne 

2016 

International / 
Comparative (OECD 
Countries, 
European 
Countries) 

Policy analysis and methodology critique 
focused on Active Labour Market Policies 
(ALMP), including training, employment 
incentives, job search assistance (PES), 
and direct job creation. 

12 

Are active labour market policies 
effective in activating and 
integrating low-skilled individuals? 
An international comparison 

Verónica Escudero 2018 

International (31 
advanced 
countries) / OECD 
Countries 

Active Labour Market Policies (ALMPs), 
specifically grouped into: Training, 
Employment incentives, Start-up 
incentives, and a Policy cluster (Job 
rotation/sharing, Supported 
employment/rehabilitation, Direct job 
creation). Also analyzed implementation 
characteristics (resource allocation, 
continuity, timing). 

13 

Changing labour markets – How to 
prevent a mismatch between skills 
and jobs in times of transition 
Background paper 

Barbara Gerstenberger and Tina Weber 2023 European Union 

Active Labour Market Policies (ALMPs); 
Digital skills training; Upskilling and 
reskilling initiatives; Improving working 
conditions; Encouraging in-country 
labour mobility. 

14 

Tackling unemployment while 
addressing skill mismatch: lessons 
from policy and practice in 
European Union countries 

Cedefop 2015 
European Union 
countries / EU-28 
Member States 

Active Labour Market Policies (ALMPs), 
specifically: Training (institutional, 
workplace, general/specific skills); Career 
guidance/counselling; Subsidised work 
schemes; Policy interventions in 
Education/Training systems. 

15 
New forms of active labour market 
policy programmes 

Nicola Duell 2023 Europe 
ALMPs (Training, Employment incentives, 
Direct job creation, Start-up incentives); 
PES services; Digitalisation. 
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16 
Labour market policy statistics 
Methodology 2018 

European Commission, Directorate-
General for Employment, Social Affairs 
and Inclusion 

2018 
International / 
Europe 

Classification system defining LMP 
categories: LMP Services (e.g., Client 
services, PES Administration); LMP 
Measures (Training, Employment 
incentives, Sheltered/supported 
employment/rehabilitation, Direct job 
creation, Start-up incentives); LMP 
Supports (Out-of-work income 
maintenance/support, Early retirement). 

17 
AI AT WORK: Why there’s more to 
it than task automation 

Laura Nurski 2024 Europe 

Conceptual framework development; 
Policy discussion regarding AI governance 
(AI Act, Platform Work Directive); 
Strategies for system redesign and 
technological steering (R&D policy, joint 
technological and social innovation 
funding). 

18 
SKILLS MISMATCH IN ETF PARTNER 
COUNTRIES: Cross-country report 

Dr. Chiara Kofol, Dr. Ben Kriechel, Truc 
Nguyen, Tim Vetter 

2022 

ETF Partner 
Countries (South-
East Europe, 
Eastern 
Partnership, 
Southern and 
Eastern 
Mediterranean, 
Central Asia) 

Policy recommendations concerning 
education, training, and employment 
interventions; Measurement and 
analytical framework for skills mismatch 
indicators (Vertical, Horizontal, and NEET 
rates). 

19 

How Effective are Active Labour 
Market Policies and Public 
Employment Services? Lessons for 
Latin America and the Caribbean 

Alex Nunn 2024 
Latin America and 
the Caribbean (LAC) 

Evaluation of Active Labour Market 
Policies (ALMPs), including: Training 
programs, Employment incentives (wage 
subsidies, recruitment subsidies), Direct 
job creation, PES intermediation services 
(job search assistance, counseling, 
vocational guidance, matching). 

20 
How Useful is the Concept of Skills 
Mismatch? 

Seamus McGuinness, Konstantinos 
Pouliakas, Paul Redmond 

2017 Global / Europe 
Policy analysis and review focused on 
interventions that address skills 
mismatches, including initiatives for 



 

107 

 

 

D3.1. A documents annotation IT tool to aid experts in manually annotating documents with comprehensive metadata 

enhanced education/training, matching, 
labour mobility, and firm flexibility. 

21 

The RRF’s role in strengthening 
active labour market policies and 
public employment services: Italy, 
Spain and Croatia 

Francesco CORTI, Tomás RUIZ DE LA 
OSSA 

2023 
Italy, Spain, Croatia 
(EU Member 
States) 

ALMP Modernization and Investment 
(Training, Subsidies, PES 
digital/infrastructure strengthening). 
Specific interventions include Italy's 
Employability Guarantee (GOL) and 
National Plan for New Skills; Spain's PES 
digitalization and reform of hiring 
incentives; Croatia's voucher system for 
adult education and direct job creation 
programs for green/digital transition. 

22 

Künstliche Intelligenz – Bessere 
Entlohnung durch 
Produktivitätsbooster? (Artificial 
Intelligence – Will Boosted 
Productivity Lead to Better Pay?) 

Jan Büchel / Roschan Monsef 2024 
Germany 
(Deutschland) 

Analysis of AI adoption and its impact on 
wages, productivity, and job stability 
concerns (not focused on a specific policy 
intervention). 

23 

Moving targets: Target groups of 
active labour market policies and 
transitions to employment in 
Europe 

Daniel Fredriksson, Swedish Institute for 
Social Research, Stockholm University 

2020 
Europe (EU 
Member States and 
Norway) 

Active Labour Market Policies (ALMPs) 
classified by target population: **Core 
programs** (registered unemployed), 
**Peripheral programs** (inactive 
population), and **Mixed programs** 
(both). Interventions include training, 
subsidized employment, and job 
creation. 

24 
Public employment services and 
active labour market policies for 
transitions: Global Report Part I 

ILO (International Labour Organization), 
prepared by a team from the ILO 
Employment Policy Department in 
collaboration with the ILO Research 
Department and external experts. 

2023 

Global (94 
countries 
surveyed), with 
comparative focus 
on developed, 
emerging, and 
developing 
countries. 

Analysis of Active Labour Market Policies 
(ALMPs) including: Training, Public 
employment programs (public works), 
Employment subsidies, Support for 
microenterprises, and Employment 
intermediation services. Focus on 
integrated service delivery models, 
digitalization, and partnerships. 
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25 
The Effectiveness of European 
Active Labor Market Policy 

Jochen Kluve 2006 

European countries 
(EU member states, 
Switzerland, 
Norway) 

Evaluation of Active Labor Market 
Policies (ALMPs), classified into: Training 
programs; Private sector incentive 
schemes (wage subsidies, start-up 
grants); Direct employment programs 
(public sector); and Services and 
Sanctions (job search assistance, 
counseling, monitoring). 

26 

Activation and active labour market 
policies in OECD countries: stylised 
facts and evidence on their 
effectiveness 

John P Martin 2015 

OECD countries 
(focusing on 
Ireland, Norway, 
Finland, 
Switzerland, Japan, 
Australia, United 
Kingdom) 

Activation Strategies; Active Labour 
Market Policies (ALMPs), including: Job 
search assistance, Training, Public sector 
job creation, and Subsidised 
employment; contrasted with Passive 
Labour Market Policies (PLMPs) such as 
Unemployment Insurance (UI) and 
Unemployment Assistance (UA). 

27 
How Useful is the Concept of Skills 
Mismatch? 

Seamus McGuinness, Konstantinos 
Pouliakas, Paul Redmond 

2017 Global / Europe 

Policy analysis and review focused on 
interventions that address skills 
mismatches, including initiatives for 
enhanced education/training, matching, 
labour mobility, and firm flexibility. 

28 
Moving forward with ALMPs: Active 
labor policy and the changing 
nature of labor markets 

Jose Manuel Romero and Arvo Kuddo 2019 

Global 
(differentiating 
between high, 
middle, and low-
income contexts) 

Conceptual framework defining Active 
Labor Policies (ALPs) and the Active Labor 
Policy Provider (ALPP) sector. Focus on 
transitioning from traditional top-down 
ALMPs to a dynamic, provider-centered 
model. 

29 

Enhancing the Effectiveness of 
Active Labour Market Policies: 
Evidence from Programme 
Evaluations in OECD Countries 

Robert G. Fay 1996 OECD Countries 

Active Labour Market Policies (ALMPs), 
including: Job Creation Schemes in the 
public sector; Wage Subsidies for hiring 
in the private sector; Training 
Programmes (classroom/on-the-job); and 
Job-Search Assistance. 
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30 
Building inclusive labour markets: 
active labour market policies for 
the most vulnerable groups 

OECD (Organisation for Economic Co-
operation and Development) 

2021 OECD Countries 

Active Labour Market Policies (ALMPs) 
combined with wider services; notably: 
Training (digital skills); Subsidised 
employment (e.g., in the social 
economy); Job carving services; 
Integrated support pathways (health, 
social, financial),,,. 

31 
Better together: Active and passive 
labour market policies in developed 
and developing economies 

Clemente Pignatti, Eva Van Belle 2018 

Global (121 
countries: 36 
developed, 64 
emerging, 21 
developing 
economies) 

Active Labour Market Policies (ALMPs) 
(Training, Employment incentives, Direct 
job creation, Start-up incentives, PES and 
administration) and Passive Labour 
Market Policies (PLMPs) (Unemployment 
insurance, Unemployment assistance),,. 

32 
Labour market policies for 
inclusiveness: A literature review 
with a gap analysis 

Ekkehard Ernst, Rossana Merola, Jelena 
Reljic 

2022 

Global (Cross-
country 
comparative 
literature review) 

Fiscal spending and transfer 
programmes, especially Active Labour 
Market Programmes (ALMPs: training, 
employment incentives, direct job 
creation, start-up incentives, public 
employment services, 
sheltered/supported 
employment/rehabilitation) and 
Unemployment Protection (UBs),,. 

33 

Theoretical underpinnings of active 
labour market programmes 
implemented by municipal and 
non-governmental organisations in 
Sweden 

Mikaela Starke & Katarina Hollertz 2023 Sweden 

Active Labour Market Programmes 
(ALMPs), including Skills training, 
Employment services, and Subsidised 
employment (wage subsidies/direct 
public employment), delivered by 
municipal agencies (3 programs: M1, M2, 
M3) and NGOs (3 programs: NGO1, 
NGO2, NGO3). 

34 

How Effective Are Active Labor 
Market Policies in Developing 
Countries? A Critical Review of 
Recent Evidence 

David McKenzie 2017 
Developing 
Countries 

Evaluation of traditional ALMPs: 
Vocational Training, Employment 
Subsidies (wage subsidies), and Search 
and Matching Assistance (job search 
assistance); Discussion of policies dealing 
with sectoral and spatial mismatches. 
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35 
Active Labor Market Programs 
Improve Employment and Earnings 
of Young People 

World Bank and International Labour 
Organization (ILO) 

2024 Global 

Active Labor Market Programs (ALMPs), 
categorized as: Skills training, 
Entrepreneurship support, Employment 
services, and Subsidized employment 
(including wage subsidies and public 
works). 

36 
What Works for Active Labor 
Market Policies? 

Eduardo Levy Yeyati, Martín Montané, 
and Luca Sartorio 

2019 Global 

Analysis of four main Active Labor 
Market Policy (ALMP) clusters: 
Vocational training, Assistance in the job 
search process (Employment services), 
Wage subsidies (or public works 
programs), and Support to micro-
entrepreneurs/independent workers,. 

37 

ASSESSMENT OF THE 
EFFECTIVENESS OF ACTIVE LABOUR 
MARKET POLICIES IN CRISIS AND 
POST-CRISIS SITUATIONS 

Łukasz Sienkiewicz, Jack Harmsworth 2021 
ETF Partner 
Countries (focus) / 
EU 

Analysis of Active Labour Market Policies 
(ALMPs): Training, Employment 
incentives, Direct job creation (Public 
works), Start-up incentives, Job search 
assistance, Sheltered/supported 
employment. 

38 

Resisting or Rebooting the Rise of 
the Robots? Reinventing the Idea of 
Basic Income Insurance for the Age 
of Generative AI 

Anselm Küsters and Eleonora Poli 2024 
European Union 
(EU) / Affluent 
regions 

Universal Basic Income (UBI) or UBI-style 
basic income insurance schemes, 
discussed as a necessary response to 
technological disruption and uncertainty. 

39 
EURES Report on labour shortages 
and surpluses 2022 

Fondazione Giacomo Brodolini Srl SB 
(produced for the European Labour 
Authority) 

2023 

EU27, Norway, and 
Switzerland (29 
participating 
countries/regions) 

Identification and quantification of 
labour shortages and surpluses; Analysis 
of causes (technological change, 
demographic change, working 
conditions, transition to climate-neutral 
economy) and effects on vulnerable 
groups. 
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40 
European Semester Thematic 
Factsheet: Active Labour Market 
Policies 

European Commission 2017 
EU Countries (EU-
28) 

Active Labour Market Policies (ALMPs), 
including institutional and workplace 
training, indirect employment incentives 
(job-retainment, job-sharing, recruitment 
subsidy), sheltered/supported 
employment, direct job creation (public 
work schemes), and start-up incentives. 
Also covers Counselling and job-search 
assistance. 

 

Table 12: List of annotated documents contributed by GDAŃSK TECH 

No Title Author(s)s Year Country / Coverage Intervention Type 

1 
Self-Employment for the 
Unemployed: Experience in OECD 
and Transitional Economies 

Sandra Wilson, Arvil V. Adams 1994 Other countries 
Start-up incentives, Training measures, 
Job search assistance / job matching 

2 
What Can Active Labour Market 
Policy Do? 

Richard Jackman 1994 Other countries 
Training measures, Direct job creation, 
Job search assistance / job matching 

3 
Active Labor Market Policies in the 
OECD and in Selected Transition 
Economies 

Hartmut Lehmann 1995 Hungary 
Training measures, Job search assistance 
/ job matching, Direct job creation 

4 
Job Training Partnership Act: Long-
Term Earnings and Employment 
Outcomes 

United States General Accounting Office 
(GAO) 

1996 United States 
Training measures, Job search assistance 
/ job matching 

5 
Active Labor Market Policies, Job 
Matching and the Czech Miracle 

Tito Boeri, Michael C. Burda 1996 Czech Republic Direct job creation, Training measures 

6 
An Evaluation of the Swedish 
Active Labor Market Policy: New 
and Received Wisdom 

Anders Forslund, Alan B. Krueger 1997 Sweden Training measures, Direct job creation 

7 

Does Active Labour Market Policy 
Affect Structural Unemployment? 
An Empirical Investigation for West 
German Regions, 1986 to 1993 

Thiess Büttner, Hedwig Prey 1997 Germany Direct job creation, Training measures 
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8 OECD Employment Outlook 
OECD (Organisation for Economic Co-
operation and Development) 

1997 Other countries Direct job creation 

9 
Evaluating Government Training 
Programs for the Economically 
Disadvantaged 

Daniel Friedlander, David H. Greenberg, 
Philip K. Robins 

1997 United States 
Training measures, Job search assistance 
/ job matching 

10 
Evaluation of the Self-Employment 
Assistance Program 

Frank Graves, Benoît Gauthie 1997 Canada Start-up incentives, Training measures 

11 
Public Works as an Anti-Poverty 
Program: An Overview of Cross-
Country Experience 

K. Subbarao 1997 Other countries 
Direct job creation, Sheltered and 
supported employment, Start-up 
incentives 

12 Welfare-to-Work: The New Deal Tim Jarvis 1997 United Kingdom 
Employment incentives, Training 
measures, Direct job creation 

13 

Advantage through Training? A 
Microeconometric Evaluation of 
the Employment Effects of Active 
Labour Market Programmes in 
Poland 

Patrick A. Puhani 1998 Poland Training measures, Direct job creation 

14 
Do Wage Subsidies Enhance 
Employability? Evidence from 
Australian Youth 

James Richardson 1998 Australia   

15 
Evaluating Retraining Programs in 
OECD Countries: Lessons Learned 

Amit Dar, Indermit S. Gill 1998 Other countries 
Training measures, Job search assistance 
/ job matching 

16 
The Evaluation of Active Labour 
Market Measures for the Long-
Term Unemployed 

Nigel Meager, Ceri Evans 1998 Other countries 
Training measures, Direct job creation, 
Job search assistance / job matching 

17 
What Works Among Active Labour 
Market Policies: Evidence from 
OECD Countries’ Experiences 

John P. Martin 1998 Other countries 
Job search assistance / job matching, 
Training measures 

18 

Enhancing the Effectiveness of 
Active Labour Market Policies: 
Evidence from Program Evaluations 
in OECD Countries 

Amit Dar, Zafiris Tzannatos 1999 Other countries 
Job search assistance / job matching, 
Training measures, Direct job creation 
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19 

Evaluating the Impact of Active 
Labor Programs: Results of Cross 
Country Studies in Europe and 
Central Asia 

David H. Fretwell, Jacob Benus, 
Christopher J. O'Leary 

1999 Other countries 
Training measures, Employment 
incentives, Sheltered and supported 
employment 

20 
Getting the Unemployed Back to 
Work: The Role of Targeted Wage 
Subsidies 

Brian Bell, Richard Blundell, John Van 
Reenen 

1999 United Kingdom 
Start-up incentives, Training measures, 
Job search assistance / job matching 

21 

Public Training and Outflows from 
Unemployment: An Augmented 
Matching Function Approach on 
Polish Regional Data 

Patrick A. Puhani 1999 Poland 
Training measures, Sheltered and 
supported employment 

22 
An Evaluation of Public-Sector-
Sponsored Continuous Vocational 
Training Programs in East Germany 

Michael Lechner 1999 Germany Training measures 

23 
Do Benefit Cuts Boost Job Findings? 
Swedish Evidence from the 1990s 

Kenneth Carling, Bertil Holmlund† and 
Altin Vejsiu‡ 

1999 Sweden 
Training measures, Employment 
incentives, Direct job creation 

24 
Extended benefits and the duration 
of UI spells: evidence from the New 
Jersey extended benefit program 

David Card,Phillip B Levine  2000 
European and 
American 

Sheltered and supported employment, 
Employment incentives 

25 
Spell durations with long 
unemployment insurance periods 

Espen Bratberg, Kjell Vaage  2000 Norway 
Employment incentives, Sheltered and 
supported employment 

26 
Income security and social 
protection in a changing world 

Committee on Employment and Social 
Policy 

2000 
European Union (28 
countries) 

Job search assistance / job matching 

27 
Anti-Poverty Policy for Families in 
the Next Century: From Welfare to 
Work—and Worries 

David T. Ellwood 2000 United States 
Sheltered and supported employment, 
Employment incentives 

28 

A cognitive–behavioral return-to-
work program: effects on pain 
patients with a history of long-term 
versus short-term sick leave 

Charlotta Marhold a, Steven 
J Linton b, Lennart Melin  

2001 
European Union (28 
countries) 

Training measures 

29 
Estimating the effects of vocational 
rehabilitation programs in Sweden 

Almas Heshmati, Lars-Gunnar Engstrom 2001 Sweden 
Sheltered and supported employment, 
Employment incentives 

30 
Do active labor market policies 
help unemployed workers to find 
and keep regular jobs? 

Jan C. van Ours 2001 Slovakia Training measures, Direct job creation 
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31 Welfare-to-work and the new deal Richard Layard 2001 United Kingdom 
Sheltered and supported employment, 
Direct job creation, Training measures 

32 

An evaluation of public 
employment programmes in the 
East German State of Sachsen-
Anhalt 

Martin Eichler, Michael Lechner 2002 Germany 
Direct job creation, Training measures, 
Sheltered and supported employment 

33 
Improving Employment Outcomes 
for Persons With Severe Mental 
Illnesses 

Anthony F. Lehman, MD, MSPH; Richard 
Goldberg, PhD; Lisa B. Dixon 

2002 United States 
Sheltered and supported employment, 
Job search assistance / job matching 

34 

COMMISSION STAFF WORKING 
PAPER ASSESSMENT OF THE 
IMPLEMENTATION OF THE 2002 
EMPLOYMENT GUIDELINES 
SUPPORTING DOCUMENT TO THE 
JOINT EMPLOYMENT REPORT 2002 

Sylvain BISARRE 2002 
European Union (28 
countries) 

Employment incentives, Sheltered and 
supported employment, Direct job 
creation 

35 
Labour Market Inequality and 
Changes in the Relative Demand 
for Skills 

Stephen Machin 2002 

- High-income 
countries: US, UK, 
and 10 other 
countries listed in 
Table 1 - Middle-
income countries: 
Colombia, Cyprus, 
Czechoslovakia, 
Greece, Guatemala, 
Hungary, Ireland, 
Malta, Portugal, 
South Korea, Spain, 
Turkey - Low-
income countries: 
Bangladesh, Egypt, 
Ethiopia, India, 
Nigeria, Tanzania 

  

36 
Labour market mismatches in euro 
area countries 

European Central Bank 2002 
European Union (28 
countries) 

Employment incentives, Training 
measures, Sheltered and supported 
employment 
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37 Labor Market Pooling Guido De Blasio, Sabrina Di Addario 2002 Italy 
Direct job creation, Job search assistance 
/ job matching, Employment incentives 

38 
Occupational Employment and 
Wages 

Elaine L. Chao, Lois L. Orr 2002 
European Union (28 
countries) 

  

39 

The Effect of Vocational 
Employment Training on the 
Individual Transition Rate from 
Unemployment to Work 

Richardson, K.; van den Berg, G.J. 2002 Sweden 
Training measures, Employment 
incentives 

40 
Does Active Labour Market Policy 
Work? Lessons from the Swedish 
Experiences 

Lars Calmfors, Anders Forslund, Maria 
Hemstróm 

2002 Sweden 
Training measures, Job search assistance 
/ job matching, Direct job creation 

41 

Active job-search programs a 
promising tool? A 
microeconometric evaluation for 
Austria 

Weber, Andrea; Hofer, Helmut 2003 Austria 
Job search assistance / job matching, 
Training measures 

42 
Employment, mobility, and active 
labor market programs 

Peter Fredriksson Per Johansson 2003 Sweden Direct job creation, Training measures 

43 
Identifying treatment effects of 
active labour market programmes 
for Norwegian adults 

Zhang, Tao 2003 Norway 
Training measures, Direct job creation, 
Employment incentives 

44 
The Employment Effects of Active 
Social Policy 

Bolvig, Iben; Jensen, Peter; Rosholm, 
Michael 

2003 Denmark 
Employment incentives, Training 
measures 

45 

Three Approaches to the 
Evaluation  of Active Labour 
Market Policy in  East Germany 
Using Regional Data 

Tobias Hagen 2003 Germany Direct job creation, Training measures 

46 
Efficacy of cognitive-behavioual 
therapy 

Huibers, Beurskens, Schayck, 
Bazelmans… 

2004 Netherlands 
Training measures, Employment 
incentives 

47 
Employment subsidies - A fast lane 
from unemployment to work? 

Forslund, Anders; Johansson, Per; 
Lindqvist, Linus 

2004 Sweden Employment incentives 

48 

DIFFERENTIAL EFFECTS OF ACTIVE 
LABOUR MARKET PROGRAMMES 
IN THE EARLY STAGES OF YOUNG 
PEOPLE’S UNEMPLOYMENT 

Kari Hämäläinen  Virve Ollikainen 2004 Finland 
Job search assistance / job matching, 
Training measures 



 

116 

 

 

D3.1. A documents annotation IT tool to aid experts in manually annotating documents with comprehensive metadata 

49 

Net mpact evaluation study in 
Active Labor Market Programs in 
Romania | VOCEDplus, the 
international tertiary education  
and research database 

Benus, Jacob M.; Rodriguez-Planas, 
Nuria 

2007 Romania 
Training measures, Sheltered and 
supported employment 

50 
ACTIVE LABOR MARKET POLICY 
EVALUATIONS: A META-ANALYSIS 

David Card Jochen Kluve Andrea Weber 2010 

- Austria - Australia 
- Belgium - Canada - 
Czech Republic - 
Denmark - 
Dominican Republic 
- Estonia - Finland - 
France - Germany - 
Hungary - Israel - 
Netherlands - New 
Zealand - Norway - 
Peru - Poland - 
Portugal - Romania 
- Slovakia - Spain - 
Sweden - 
Switzerland - 
United Kingdom - 
United States 

Job search assistance / job matching, 
Training measures, Employment 
incentives 

51 
The political economy of  active 
labour market policy 

Giuliano Bonoli 2010 

Austria, Greece, 
Italy; possibly other 
European or OECD 
countries 

Employment incentives, Job search 
assistance / job matching, Direct job 
creation 

52 
Fighting Youth Unemployment: The 
Effects of Active Labor Market 
Policies 

Marco Caliendo 
Steffen Künn 
Ricarda Schmidl 

2011 Germany 
Sheltered and supported employment, 
Job search assistance / job matching, 
Training measures 

53 
What Can Active Labour Market 
Policies Do 

Elish Kelly 
Seamus McGuinness 
Philip J. O’ Connell 

2011 Ireland 
Job search assistance / job matching, 
Training measures, Direct job creation 
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54 

Temporary Work as an Active Labor 
Market Policy: Evaluating an 
Innovative Activation Program for 
Disadvantaged Youths 

Ehlert, Christoph R.; Kluve, Jochen; 
Schaffner, Sandra 

2012 Germany 
Training measures, Sheltered and 
supported employment, Job search 
assistance / job matching 

55 

Evaluating the Effectiveness of an 
Institutional Training Program in 
Slovenia: A Comparison of 
Methods 

Laura Juznik Rotar 2012 Slovenia Training measures 

56 
Vouchers and Caseworkers in 
Training Programs for the 
Unemployed" 

Ulf Rinne · Arne Uhlendorff · Zhong Zhao 2013 Germany Training measures 

57 
Door Opener or Waste of Time? 
The Effects of Student Internships 
on Labor Market Outcomes 

Nils Saniter, Thomas Siedler 2014 Germany Training measures 

58 

The Impact of Training Programme 
Type and Duration on the 
Employment Chances of the 
Unemployed in Ireland 

McGuinness, Seamus, Philip J. O'Connell, 
and Elish Kelly. 

2014 Ireland Training measures 

59 
Impact evaluation of active labour 
market programs in FYR 
Macedonia: key findings 

Mojsoska-Blazevski, N., & Petreski, M. 2015 Other countries 
Training measures, Employment 
incentives 

60 
"Activation and Active Labour 
Market Policies in OECD Countries 

John P. Martin  2015 Other countries 
Job search assistance / job matching, 
Training measures, Sheltered and 
supported employment 

61 

European Employers’ Perspectives 
on Long-Term Unemployment, 
Recruitment and Public 
Employment Services 

Chase, JPMorgan 2015 Other countries 
Job search assistance / job matching, 
Training measures, Employment 
incentives 

62 
Coaching, Counseling, Case-
Working for Older Unemployed  

Boockmann & Brändle  2015 Germany 
Training measures, Job search assistance 
/ job matching 

63 

Issues emerging from combining 
active and passive measures for the 
long term unemployed: the design 
and delivery of single points of 
contact : analytical paper. 

uropean Commission. Directorate 
General for Employment, Social Affairs 
and Inclusion. 

2016 Other countries 
Job search assistance / job matching, 
Training measures, Sheltered and 
supported employment 
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64 

Hiring Incentives And/Or Firing 
Cost Reduction? Evaluating the 
Impact of the 2015 Policies on the 
Italian Labour Market 

Sestito i Viviano  2016 Italy Sheltered and supported employment 

65 
Youth Unemployment and Active 
Labor Market Policies in Europe 

Marco Caliendo and Ricarda Schmidl 2016 

Europe, specifically 
including countries 
such as Germany, 
France, and the UK, 
as well as other 
European countries 
mentioned in the 
tables. 

Job search assistance / job matching, 
Training measures, Employment 
incentives 

66 
How Effective Are Active Labor 
Market Policies in Developing 
Countries? 

McKenzie David 2017 Other countries 
Training measures, Employment 
incentives, Sheltered and supported 
employment 

67 

Better together: Active and passive 
labour market policies in 
developed and developing 
economies 

Pignatti Clemente, Belle, Eva Van 2018 Other countries 
Job search assistance / job matching, 
Training measures, Employment 
incentives 

68 
Are active labour market policies 
effective in activating and 
integrating low-skilled individuals  

Verónica Escudero 2018 Other countries 
Training measures, Employment 
incentives, Direct job creation 

69 
 Evaluating Latvia's Active Labour 
Market Policies 

(OECD) Friedrich Poeschel, Jonathan 
Lain, and Theodora Xenogiani  

2019 Latvia Training measures 

70 
Employment outcomes and policies 
in Sweden during recent decades 

Anders Forslund 2019 Sweden   

71 
Index on quality of  Active Labour 
Market Policy (ALMP) 
implementation 

Ágota Scharle and Márton Csillag 2019 

European countries 
(the study involves 
32 public 
employment 
services within 
Europe) 

Job search assistance / job matching 

72 Labour market policies in Denmark Torben M. Andersen 2019 Denmark 
Job search assistance / job matching, 
Training measures, Employment 
incentives 
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73 
Temporary employment and its 
impact on wages in Latin America. 

Maurizio, R. 2019 

Argentina, Brazil, 
Chile, Costa Rica, 
Ecuador, Mexico, 
Paraguay, Peru 

Employment incentives, Direct job 
creation 

74 

Assessing the Impact of Off-the-Job 
and On-the-Job Training on 
Employment Outcomes: A 
Counterfactual Evaluation of the 
PIPOL Program. Evaluation 
Review, 44(2-3), 145-184. 

Pastore, F., & Pompili, M. 2020 Italy Training measures 

75 

Can supporting workplace 
insertions of unemployed recent 
graduates improve their long-term 
employability? 

Miroslav Štefánik, Katarína Karasová, 
Ivana Studená 

2020 Slovakia Training measures 

76 
Caseworker's discretion and the 
effectiveness of welfare-to-work 
programs 

Bolhaar, Jonneke; Ketel, Nadine; van der 
Klaauw, Bas 

2020 Netherlands Job search assistance / job matching 

77 
Disincentive Effects of 
Unemployment Benefits and the 
Role of Caseworkers 

Johannes F. Schmieder Simon Trenkle 2020 Germany Job search assistance / job matching 

78 

Distributional Effects of Welfare 
Reform  for Young Adults: An 
Unconditional  Quantile Regression 
Approach 

Øystein M. Hernæs 2020 Norway   

79 

Do job creation schemes improve 
the social integration and well-
being of the long-term 
unemployed? 

Boris Ivanov, Pfeiffer Friedhelm, Pohlan 
Laura 

2020 Germany 
Direct job creation, Employment 
incentives, Training measures 

80 

Effects of face-to-face counselling 
on unemployment rate and 
duration: evidence from a Public 
Employment Service reform 

Ville Vehkasalo 2020 Finland 
Job search assistance / job matching, 
Training measures, Start-up incentives 

81 

Free, free, set them free? Are 
programmes effective that allow 
job centres considerable freedom 
to choose the exact design? 

Tamara Harrer, Andreas Moczall, 
Joachim Wolff 

2020 Germany 
Job search assistance / job matching, 
Training measures 
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82 
Municipal return to work 
management in cancer survivors: a 
controlled intervention study 

Christina M. Stapelfeldt, Anne-Mette H. 
Momsen, Anders Bonde Jensen, Niels 
Trolle Andersen & Claus Vinther Nielsen 

2020 Denmark 
Job search assistance / job matching, 
Training measures, Employment 
incentives 

83 
Public employment services under 
decentralization: Evidence from a 
natural experiment 

Lukas Mergele, Michael Weber 2020 Germany Direct job creation 

84 

Rethinking the Benefits of Youth 
Employment Programs: The 
Heterogeneous Effects of Summer 
Jobs 

Jonathan M.V. Davis Sara B. Heller 2017 United States Direct job creation, Training measures 

85 

Revisiting the Effects of 
Unemployment Insurance 
Extensions on Unemployment: A 
Measurement-Error-Corrected 
Regression Discontinuity Approach 

Dieterle, S, Bartalotti, O & Brummet, 2020 United States Employment incentives 

86 

The Role of Caseworkers in 
Unemployment Insurance: 
Evidence from Unplanned 
Absences 

Amelie Schiprowski 2017 Switzerland 
Job search assistance / job matching, 
Training measures 

87 

Impact Evaluations Framework for 
the Spanish Ministry of Labour and 
Social Economy and Ministry of 
Inclusion, Social Security and 
Migrations 

OECD 2020 Spain 
Job search assistance / job matching, 
Training measures 

88 
Activation of the inactive : PES 
initiative to support the activation 
of inactive groups : thematic paper. 

Regina Konle-Seidl 2020 
European Union (28 
countries) 

Job search assistance / job matching, 
Training measures, Employment 
incentives 

89 

Impact of Active Labor Market 
Measures on the Return of 
Disadvantaged Applicants to the 
Labor Market 

Natália Pozsonyiová 2020 Slovakia 
Job search assistance / job matching, 
Training measures, Start-up incentives 

90 
Are Active Labor Market Policies 
Directed at Firms  Effective? 
Evidence from a Randomized 

Yann Algan, Bruno Crépon, Dylan Glover 2020 France Job search assistance / job matching 
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Evaluation  with Local Employment 
Agencies 

91 
A comprehensive impact 
evaluation of active labour market 
programmes in Slovenia 

Burger, A., Kluve, J., Vodopivec, M. et al. 2021 Slovenia 
Training measures, Employment 
incentives, Direct job creation 

92 

Cognitive and vocational 
rehabilitation after mild-to-
moderate traumatic brain injury: A 
randomised controlled trial 

Silje C.R. Fure, Emilie Isager Howe, Nada 
Andelic, Cathrine Brunborg, Unni Sveen, 
Cecilie Røe, Per-Ola Rike, Alexander 
Olsen, Øystein Spjelkavik, Helene 
Ugelstad, Juan Lu, Jennie Ponsford, 
Elizabeth W. Twamley, Torgeir 
Hellstrøm, Marianne Løvstad 

2021 Norway Sheltered and supported employment 

93 
Benefit duration, job search 
behavior and re-employment 

Andreas Lichter, Amelie Schiprowski 2021 Germany Job search assistance / job matching 

94 

DO REEMPLOYMENT PROGRAMS 
FOR THE UNEMPLOYED WORK FOR 
YOUTH? EVIDENCE FROM THE 
GREAT RECESSION IN THE UNITED 
STATES 

Marios Michaelides, Peter R. 
Mueser, Jeffrey A. Smith 

2021 United States Job search assistance / job matching 

95 

Give it Another Try: What are the 
Effects of a Job Creation Scheme 
Especially Designed for Hard-to-
Place Workers? 

Tobias Brändle,  Lukas Fervers 2021 Germany Direct job creation 

96 

Is the “Brainwork Intervention” 
effective in reducing sick leave for 
non-permanent workers with 
psychological problems? Results of 
a controlled clinical trial 

Selwin S. Audhoe, Jan L. Hoving, Bonne 
J.H. Zijlstra, Monique H.W. Frings-
Dresen, Karen Nieuwenhuijsen 

2021 Netherlands 
Job search assistance / job matching, 
Training measures 

97 

Prompting Metacognition During a 
Job Search: Evidence from a 
Randomized Controlled Trial with 
University Job Seekers 

Adam M. Kanar, Dave Bouckenooghe 2021 Canada Job search assistance / job matching 
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98 

The comparative effects of brief or 
multidisciplinary intervention on 
return to work at 1 year in 
employees on sick leave due to low 
back pain: A randomized controlled 
trial 

Vivian Langagergaard, Ole Kudsk Jensen, 
Claus Vinther Nielsen, Chris Jensen, 
Merete Labriola, Vibeke Neergaard 
Sørensen, Pernille Pedersen 

2021 Denmark 
Job search assistance / job matching, 
Training measures, Employment 
incentives 

99 
The Difficult School-to-Work 
Transition of High School Dropouts 

Pierre Cahuc, Stéphane Carcillo and 
Andreea Minea 

2021 France 
Training measures, Employment 
incentives, Direct job creation 

100 

The Effects of Employment 
Counseling on Labor Market 
Outcomes for Adults and 
Dislocated Workers: Evidence from 
a Nationally Representative 
Experiment 

Sheena McConnell, Peter Z. Schochet, 
Dana Rotz, Ken Fortson, Paul Burkander, 
Annalisa Mastri 

2021 United States 
Job search assistance / job matching, 
Training measures 

101 
Impact Evaluation of Vocational 
Training and Employment Subsidies 
for the Unemployed in Lithuania 

OECD 2021 Lithuania 
Training measures, Employment 
incentives 

102 
Improving the Provision of Active 
Labour Market Policies in Estonia 

OECD 2021 Estonia 
Job search assistance / job matching, 
Training measures, Sheltered and 
supported employment 

103 
IMPACT ASSESSMENT OF THE 
ACTIVE  LABOUR MARKET 
MEASURES  IN NORTH MACEDONIA 

Dimitar Nikoloski 2021 Other countries 
Training measures, Employment 
incentives 

104 
The Evaluation of Active Labour 
Market Policy in Montenegro 

Dr. Predrag Bejaković 2021 Other countries 
Training measures, Employment 
incentives, Direct job creation 

105 

Micro-econometric evaluation of 
subsidized employment in 
morocco: the case of the "Idmaj" 
program 

Abdellatif Chatri, Khadija Hadef & Naima 
Samoudi 

2021 Other countries Employment incentives 

106 
Participation in labour market 
programmes: A positive or negative 
signal of employability? 

Flavia Fossati, Fabienne Liechti, and 
Anna Wilson 

2021 Switzerland 
Training measures, Sheltered and 
supported employment, Employment 
incentives 

107 
An analysis of participation factors 
and effects of the active labour 
market measure Graduate practice 

Lucia Svabova, Katarina Kramarova 2021 Slovakia 
Training measures, Employment 
incentives 
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in Slovakia – Counterfactual 
approach 

108 
Evaluation of The Active Labor 
Market Policies in The Republic of 
Srpska 

Velinka Tomić 2021 Other countries 
Start-up incentives, Employment 
incentives, Training measures 

109 
Evaluating The Impact of Subsidies 
in Reducing Unemployment in 
Romania 

Madalina Ecaterina POPESCU, Maria 
Isadora LAZAR and Andreea MURARU 

2021 Romania Employment incentives 

110 

EVALUATION OF THE JOB MATCH 
SERVICE  CONNECTING JOB 
SEEKERS TO CANADIAN  
EMPLOYERS 

  2021 Canada Job search assistance / job matching 

111 
First step and last resort: One-Euro-
Jobs after the reform 

Tamara Harrer, Bastian Stockinger 2022 Germany 
Direct job creation, Sheltered and 
supported employment 

112 
Labor market effects of a work-first 
policy for refugees 

Jacob Nielsen Arendt 2022 Denmark 
Employment incentives, Job search 
assistance / job matching 

113 

Preventing NEETs during the Great 
Recession: the effects of 
mandatory activation programs for 
young welfare recipients 

Emile Cammeraat, Egbert Jongen, Pierre 
Koning 

2022 Netherlands 
Job search assistance / job matching, 
Employment incentives 

114 
Vocational training for unemployed 
youth in Latvia 

Massimiliano Bratti, Corinna Ghirelli, 
Enkelejda Havari, Giulia Santangelo 

2022 Latvia 
Training measures, Employment 
incentives 

115 

Connecting People with Jobs: 
Assessing Canada’s System of 
Impact Evaluation of Active Labour 
Market Policies 

OECD 2022 Canada 
Training measures, Employment 
incentives, Job search assistance / job 
matching 

116 
Impact Evaluation of the SEND@ 
Tool 

OECD 2022 France Job search assistance / job matching 

117 
Final Evaluation of UNDP Active 
Labour Market Programmes 2 – 
Project Evaluation Report 

UNDP 2022 Other countries 
Training measures, Employment 
incentives, Start-up incentives 

118 
Impact Evaluation of the Graduate 
Practice Intervention Using the 
CART Method 

Barbora Gabrikova, Lucia Svabova 2022 Slovakia 
Training measures, Employment 
incentives 
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119 

Allowance for School Graduate 
Practice Performance in Slovakia: 
Impact Evaluation of the 
Intervention 

Lucia Svabova, Katarina Kramarova 2022 Slovakia 
Training measures, Employment 
incentives 

120 

Choosing the right workplace 
experience.  A dynamic evaluation 
of three activation programmes for 
young job seekers in Slovakia 

Karol Morvay, Martin Lubyová 2022 Slovakia 
Employment incentives, Sheltered and 
supported employment, Direct job 
creation 

121 
Evaluation of Active Labour Market 
Policies in Finland 

OECD 2023 Finland 
Training measures, Job search assistance 
/ job matching, Employment incentives 

122 
New Forms of Active Labour 
Market Policy Programmes 

European Network of Public 
Employment Services (PES Network) 

2023 
European Union (28 
countries) 

Employment incentives, Training 
measures, Job search assistance / job 
matching 

123 

Impact Evaluation of the Graduate 
Practice  Intervention in Slovakia 
with the Application  of the CART 
Method 

Barbora Gabrikova, Lucia Svabova 2023 Slovakia 
Training measures, Employment 
incentives, Job search assistance / job 
matching 

124 

Education and active labour market 
policy  complementarities in 
promoting employment:  
Reinforcement, substitution and 
compensation 

Ilze Plavgo 2023 
European Union (28 
countries) 

Training measures, Employment 
incentives, Job search assistance / job 
matching 

125 

Evaluation of a Flemish Active 
Labour Market Policy in the 
framework of the European Social 
Fund. Results and challenges 

Giulia Canzian, Elena Claudia Meroni, 
Giulia Santangelo 

2023 Belgium 
Training measures, Job search assistance 
/ job matching, Employment incentives 

126 

Why Should we Integrate Income 
and Employment Support? A 
Conceptual and Empirical 
Investigation 

Antonia Asenjo, Verónica Escudero, 
Hannah Liepmann 

2023 Other countries 
Training measures, Employment 
incentives, Job search assistance / job 
matching 

127 
A first impact evaluation of the 
Italian Dignity Decree's e ects on 
young workers 

Nicola Caravaggio 2023 Italy Employment incentives 
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128 

PROFESSIONAL TRAINEESHIP 
PROGRAMME AS A TOOL 
FACILITATING PARTICIPATION OF 
UNEMPLOYED YOUTH IN THE 
LABOUR MARKET: CASE STUDY OF 
THE REPUBLIC OF SERBIA 

Lara Lebedinski, Dejana Pavlovic 2023 Other countries 
Training measures, Job search assistance 
/ job matching, Employment incentives 

129 

Automated tool for impact 
evaluation of active labour market 
measures: Linking administrative 
data 

Piia Ereth Printsmann 2023 Estonia 
Training measures, Job search assistance 
/ job matching, Employment incentives 

130 
How to approach the ex  ante 
employment effects of  the Job 
Market matching  platform? 

Dr. Heikki Räisänen 2023 Finland Job search assistance / job matching 

131 
The labor market in Poland, 
2000−2021 

Piotr Lewandowski, Iga Magda 2023 Poland 
Job search assistance / job matching, 
Employment incentives, Training 
measures 

132 

Evaluation of formal education 
active labor market policy 
programs in slovenia with 
propensity score matching 

Kavkler Alenka 2023 Slovenia Training measures 

133 

Efficacy of the iJobs Web-Based 
Psychoeducational Intervention to 
Improve Job Search Behavior and 
Promote Mental Health Among 
Unemployed People: Protocol for a 
Waitlist Randomized Controlled 
Trial  

Alexandra Bodnaru, MA; Andrei Rusu, 
PhD; Delia Vîrgă, PhD; Anja Van den 
Broeck, PhD; Roland W B Blonk, PhD; 
Loredana Marcela Trancă, PhD; Drago 
Iliescu, PhD 

2024 Romania Job search assistance / job matching 

134 
Impact Evaluation of Ireland’s 
Active Labour Market Policies 

OECD 2024 Ireland Direct job creation 

135 
Impact Evaluation of Training and 
Wage Subsidies for the 
Unemployed in Greece  

OECD; Anne Lauringson, Judd Ormsby i 
Matija Vodopivec 

2024 Greece 
Employment incentives, Training 
measures 

136 
Impact Evaluation of Active Labour 
Market Policies in Portugal  

OECD, Ailbhe Brioscú, Sofia Dromundo 
Mokrani, Olga Rastrigina  

2024 Portugal Training measures 
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137 

EVALUATION AND BENCHMARKING 
IN VARIOUS STAGES: THE CASE OF 
LABOUR MARKET POLICY IN 
GERMANY 

Bernd Fitzenberger 2024 Germany 
Employment incentives, Training 
measures, Job search assistance / job 
matching 

138 
Evaluating employment 
services in Australia 

Austrian Centre for Evaluation, 
Department of Employment and 
Workplace Relations 

2024 Austria   

139 

Active Labor Market Policies and 
instability of their allocations: A 
changing relationship in the case of 
regions of Tunisia 

Marwa Sahnoun, Chokri Abdennadher 2024 Other countries 
Employment incentives, Job search 
assistance / job matching, Training 
measures 

140 
You’ll never seek alone: The impact 
of active labour market policies on 
finding a job 

José María Arranz i Carlos 
García-Serrano 

2024 Spain 
Training measures, Job search assistance 
/ job matching 

141 

A Measure That Really Works? 
Impact Evaluation of the 
Contribution for Self-Employment 
as a Tool of Active Labour Market 
Policy in Slovakia  

Lucia Svabova, Barbora Gabrikov 2024 Slovakia Start-up incentives 

142 

Impact evaluation of a new 
counselling and support 
programme for unemployed with 
multiple placement obstacles  

René Böheim, Rainer Eppel, Helmut 
Mahringer 

2024 Austria Job search assistance / job matching 

143 
Impact evaluation of the ‘IDMAJ’ 
wage subsidy program on 
employment quality in Morocco 

Aomar Ibourk, Zakaria Elouaourti, 
Mohammed-Ali Bougzim 

2025 Other countries 
Employment incentives, Training 
measures 

144 

Supporting the right workplace 
experience: a dynamic evaluation 
of three activation programmes for 
young job seekers in Slovakia  

Miroslav Štefánik, Lukáš Lafférs 2024 Slovakia Training measures 

145 

A Long-Term Evaluation of a Short 
Training Program for the 
Unemployed: Exploring 
Administrative Data  

Miguel Baião, Isabel Guedes, Pedro 
Martins 

2024 Portugal Training measures 
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146 
What Works for Whom? Youth 
Labour Market Policy in Poland 

Karol Madoń, Iga Magda, Marta 
Palczyńska i Mateusz Smoter 

2024 Poland 
Training measures, Employment 
incentives, Direct job creation 

147 

The Moderating Role of 
Corruption-Nexus Between Active 
Labor Market Policies and 
Unemployment in OECD Countries  

Marwa Sahnoun, Chokri Abdennadher 2025 Other countries 
Training measures, Job search assistance 
/ job matching, Employment incentives 

 

For each listed document, a corresponding set of structured annotation outputs has been generated in NDJSON format, representing chunk-level annotations 

aligned with the EU-ALMPO taxonomy. Due to the large volume and size of these NDJSON files, they are not embedded directly within the deliverable. 

Instead, all NDJSON annotation files corresponding to the documents listed in this appendix are made available through a consolidated archive, accessible at 

the following location: 

https://drive.google.com/file/d/1_FC3LAjANe-BH1Rm8-OtJ02FYhpG3PY-/view?usp=drive_link 

The archive contains the complete set of NDJSON files, organised and named to enable unambiguous correspondence with the documents listed in the tables 

below.  

 

 

 

https://drive.google.com/file/d/1_FC3LAjANe-BH1Rm8-OtJ02FYhpG3PY-/view?usp=drive_link
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APPENDIX E: Manually Annotated Documents in the Previous Phases of the 

Project 

 
 

This appendix documents the use of manually annotated documents in earlier phases of the EU-

ALMPO project, prior to the deployment and evaluation of the EU-ALMPO Document Annotation IT 

Tool described in Chapters 7 and 8. The purpose of this appendix is to provide transparency regarding 

prior annotation activities and to clearly distinguish them from the AI-assisted, human-in-the-loop 

annotation process evaluated in later project phases. 

Manual annotation activities were not uniformly required across all consortium partners, as they 

depended on the methodological objectives and nature of work conducted within specific work 

packages. 

IRS: Manual Annotation Activities 

For IRS, manual annotation of documents was not required and not performed during earlier project 

phases. This is due to the nature of the research activities carried out by IRS in WP1, which focused 

on document collection, mapping, and analytical review rather than on the production of metadata 

annotations. 

As a result, no manually annotated document tables are provided for IRS in this appendix. All 

annotation-related activities involving IRS documents were conducted exclusively through the EU-

ALMPO Annotator during later project phases and are documented in Appendix D and in the 

evaluation results presented in Chapter 8. 

GDAŃSK TECH: Manually Annotated Documents 

In contrast, GDAŃSK TECH performed manual annotation of a subset of documents during earlier 

phases of the project. These annotations were produced prior to the availability of the EU-ALMPO 

Document Annotation IT Tool and were used to support exploratory analysis, taxonomy 

development, and methodological grounding activities. 

The manually annotated documents provided by GDAŃSK TECH are documented in a structured 

spreadsheet, which includes detailed metadata and annotation information. Due to the large size of 

the table, it is not embedded directly in the present deliverable. 

Instead, the complete spreadsheet containing the manually annotated documents from GDAŃSK 

TECH is made available for download at the following location: 

https://docs.google.com/spreadsheets/d/1seFuDzzdlLfsqXkRaIhN37eKEp37yjWB/edit?usp=drive_li

nk&ouid=101861532089546841990&rtpof=true&sd=true 

 

  

https://docs.google.com/spreadsheets/d/1seFuDzzdlLfsqXkRaIhN37eKEp37yjWB/edit?usp=drive_link&ouid=101861532089546841990&rtpof=true&sd=true
https://docs.google.com/spreadsheets/d/1seFuDzzdlLfsqXkRaIhN37eKEp37yjWB/edit?usp=drive_link&ouid=101861532089546841990&rtpof=true&sd=true
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APPENDIX F: Annotation IT Tool User Manual 

 
 

1 Accessing the Platform 

Open your web browser and navigate to the platform URL provided by your administrator. 

 

Figure 14: EU-ALMPO Annotator homepage 

2 User Authentication 

2.1 Logging In 

 

Figure 15: Sign In 
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1. Navigate to the login page 
2. Enter your Username 
3. Enter your Password 
4. Click the Sign In button 

 

Note: If you don't have an account, click the "Create an account" link to register. New 
accounts are created with the "Annotator" role by default. 

 

2.2 Creating a New Account 

1. Click “Create an account” on the login page 
2. Fill in the registration form: 

• Username: Choose a unique username (letters, numbers, underscores) 

• Email: Your email address 

• Full Name: Your display name 

• Password: Minimum 6 characters 

• Confirm Password: Re-enter password 
3. Click Create Account 
4. You will be redirected to the login page 

 
2.3 Logging Out 

1. Click on your username in the top-right corner of the header 
2. Select Sign Out from the dropdown menu 

 

2.4 Navigation Overview 

The main navigation bar provides access to all primary sections: 

 

Figure 16: Navigation Menu 

Table 13: Navigation Menu Items 

Menu Item Description 

Documents Access knowledge bases and document management 

Taxonomies Browse and manage annotation schemas 

User Menu Profile, settings, and logout 
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3. Knowledge Base Management 

3.1 Understanding Knowledge Bases 

A Knowledge Base (KB) is a collection of related documents that share: 

• Common processing settings 

• Default taxonomy for annotations 

• Chunking configuration 

• Export and analysis scope 

 

Figure 17:  Knowledge Base List View 

3.2 Creating a Knowledge Base 

1. Navigate to Documents page 
2. Click the Create Knowledge Base button  
3. Fill in the creation form: 

3.2.1 Basic Information 

Field Description 

Knowledge Base ID Unique identifier (lowercase, no spaces) 

Name Human-readable display name 

Description Purpose and contents description 

 

3.2.2.Processing Configuration 

Select the appropriate processing mode: 

Mode Description Speed Use Case 

Plain RAG Vector search only, no enrichment Fastest Large volumes 
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Default Lightweight enrichment Fast General documents 

Predefined Taxonomy ALMP taxonomy enrichment Slow Policy documents 

Auto-Generated AI-generated taxonomy Very Slow New domains 

 

3.3.3Chunking Strategy 

Configure how documents are split into chunks: 

Strategy Description Default Size Overlap 

Fixed Size Equal-sized text segments 512 50 

Recursive Character Respects natural boundaries 1000 200 

Semantic Based on semantic meaning 1000 0 

 

Figure 18: Create Knowledge Base Dialog 

3.2.4 Taxonomy Selection 

Optionally select a default taxonomy for the knowledge base. This taxonomy will be applied to all 
documents unless overridden at the document level 

Tip: Use the Taxonomy Selector dropdown to browse available taxonomies. System taxonomies 

like "ALMP v3" and "Simple" are available to all users. 

 

3.3 Managing Documents 

3.3.1 Uploading Documents 

1. Select a Knowledge Base from the left sidebar 
2. Click the Upload PDFs button  
3. Select one or more PDF files from your computer 
4. Wait for upload confirmation 
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Note: Currently, only PDF files are supported. Maximum file size depends on server configuration 

(typically 50MB per file). 

 

3.3.2 Document List 

The document list displays all documents in the selected Knowledge Base: 

Table 14: Document List Columns 

Column Description 

Filename Original file name 

Status Processing status (Pending, Processing, Completed, Error) 

Chunks Number of text chunks extracted 

Uploaded Upload date and time 

Actions View, Annotate, Settings, Delete buttons 

 

3.3.3 Processing Documents 

After upload, documents must be processed to extract text and create chunks: 

1. Select documents using checkboxes 
 

 

Figure 19: Document Upload Interface 

2. Click Process Selected () 
3. Wait for processing to complete (progress shown with tips) 

Warning: Processing time depends on document size and server load. Large PDF files may take 

several minutes. Do not close the browser during processing. 

3.3.4 Document Settings 

Click the Settings icon (      ) on a document to configure: 

• Taxonomy Override: Use a different taxonomy than KB default 

• Re-process: Generate new enrichment with different settings 
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Figure 20: Document Settings Dialog 

 
3.4 Searching and Filtering 

Use the search bar to filter Knowledge Bases by name: 

1. Type in the search box above the Knowledge Bases list 
2. Results filter in real-time as you type 
3. Clear the search box to show all Knowledge Bases 

3.5 Exporting Annotations 

3.5.1 Export Dialog 

1. Select a Knowledge Base 
1. Click the Export button (                   ) 
2. Choose export format 
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Table 15: Export Format Options 

Format Extension Best For 

NDJSON .ndjson Large datasets, streaming processing 

JSON .json Standard interchange, APIs 

CSV .csv Spreadsheets, tabular analysis 

 

Figure 21: Export Dialog 

3.6 Deleting Knowledge Bases 

Warning: Deleting a Knowledge Base permanently removes all documents, chunks, and 

annotations. This action cannot be undone. 

1. Click the Delete button (trash icon       ) on the KB card 
2. Confirm the deletion in the dialog 
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4. Document Annotation 

4.1 Opening the Annotation Interface 

1. Navigate to the Documents page 
2. Select a Knowledge Base 
3. Find the document you want to annotate 
4. Click the Annotate button (-) or click on the document name 

 

 

Figure 22: Annotation Interface Overview 
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5. Taxonomy Library 

5.1 Accessing the Taxonomy Library 

Click Taxonomies in the main navigation to access the Taxonomy Library. 

 

Figure 23: Taxonomy Library 

 
5.2 Browsing Taxonomies 

5.2.1 Filter Tabs 

• All: Show all available taxonomies 

• Public: Community-shared taxonomies 

• My Taxonomies: Your custom taxonomies 

• Popular: Most frequently used taxonomies 

5.2.2 Search and Filter 

• Search Box: Filter by name, description, or ID 

• Category Filter: Filter by domain category 

• Tag Filter: Filter by tags 
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5.3 System Taxonomies 

The platform includes several built-in taxonomies: 

Table 16: System Taxonomies 

Taxonomy Description 

None Disable taxonomy-based enrichment 

Simple Basic categories (keywords, summary, title) 

ALMP v3 Comprehensive labor policy taxonomy (17+ categories) 

Research Papers Academic document analysis 

Labor Market Medium-complexity labor market analysis 

5.4 Viewing Taxonomy Details 

Click on a taxonomy card to view: 

• Full description 

• Schema categories and fields 

• Usage statistics 

• Creation and update dates 

 

Figure 24: Taxonomy Details Page 
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6. Settings and Preferences 

6.1 Accessing Settings 

1. Click on your username in the header 
2. Select Settings from the dropdown menu 

 

Figure 25:  Settings Page 

6.2 Theme Preferences 

6.2.1 Theme Mode 

Choose your preferred color scheme: 

• Light: Bright background, dark text 

• Dark: Dark background, light text 

• System: Follow operating system preference 
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6.2.2 Annotation Palette 

Select colors for annotation highlights: 

• Default 

• Colorblind-friendly 

• High Contrast 

• Pastel 

6.3 Annotation Preferences 

6.3.1 Auto-Advance 

When enabled, automatically move to the next chunk after saving. 

6.3.2 Show Context Chunks 

Display surrounding chunks for better context while annotating. 

6.3.3 Context Size 

Number of chunks to show before and after the current chunk (1-5). 

6.4 Viewer Preferences 

6.4.1 Compact Mode 

Reduce spacing for more content on screen. 

6.4.2 Show Thumbnails 

Display document page thumbnails in the sidebar. 

6.4.3 Sidebar Expanded 

Keep the navigation sidebar expanded by default. 

6.5 Keyboard Shortcuts 

Enable or disable keyboard navigation shortcuts: 

6.6 Reset Preferences 

Click Reset to Defaults to restore all settings to their original values. 

 

 



                                                 
  
 
 

 

 

 

 

 

 

 

  


